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Abstract
Bayesian reinforcement learning (BRL) offers a decision-theoretic solution to the problem of reinforcement learning.
However, typical model-based BRL algorithms have focused either on maintaining a posterior distribution on models or
value functions and combining this with approximate dynamic programming or tree search. This paper describes a set
of novel methods for performing joint Bayesian estimation of models and value functions, from which many new BRL
algorithms can be obtained. We demonstrate this idea with algorithms and experiments in discrete state spaces.
Keywords: Bayesian Reinforcement Learning, Distributional Reinforcement Learning

1. Introduction
Many Reinforcement Learning (RL) algorithms are grounded on the application of dynamic programming to a Markov
Decision Process (MDP) (Sutton and Barto, 2018). When the underlying MDP µ is known, efficient algorithms for
finding an optimal policy exist that exploit the Markov property by calculating value functions. Such algorithms can
be applied to RL, where the learning agent simultaneously acts in and learns about the MDP, through e.g. stochastic
approximations, without explicitly reasoning about the underlying MDP. Hence, these algorithms are called model-free.
In Bayesian RL (BRL) (Ghavamzadeh et al., 2015), we represent our knowledge about the underlying MDP µ through
some prior distribution β over a set M of possible MDPs. This explicit representation of uncertainty admits algorithms
that can perform near-optimal exploration. In contrast, methods that only rely on a single empirical model of the MDP
use exploration heuristics (c.f. Vlassis et al., 2012). While model-based BRL is well-understood, many BRL algorithms
try to become model-free by calculating distributions on value functions. Unfortunately, these methods typically make
implicit assumptions or approximations about the underlying MDP distribution.
In the rest of this section, we provide background in terms of setting and related work. In Section 2, we explain our
Inferential Induction framework and three different inference methods that emerge from it, for the finite and infinite
horizon cases. Based on this, we describe two algorithms: BBI:BAYESIAN BACKWARDS I NDUCTION for the finite
horizon case and II-BAC: I NFERENTIAL I NDUCTION BAYESIAN ACTOR C RITIC for the infinite horizon case. In
Section 4, we experimentally compare it with state-of-the art BRL algorithms.
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1.1 Setting and Notation
In this paper, we generally use P and E to refer to probability (measures) and expectations while allowing some abuse
of notation for compactness.
Reinforcement Learning (RL) is a sequential learning problem faced by agents acting in an unknown environment µ,
typically modelled as a Markov decision process (c.f. Puterman, 2005).
Definition 1 (Markov Decision Process (MDP)) An MDP µ with state space S and action space A is equipped with
a reward distribution Pµ (r | s) with corresponding expectation ρµ (s) and a transition kernel Pµ (s′ |s, a) for states
s, s′ ∈ S and actions a ∈ A. The MDP may be optionally equipped with a starting state distribution q.
At time t, the agent observes1 the environment state st , and then selects an action at . Then, it receives and observes
PT
a reward rt and a next state st+1 . The agent is interested in the utility Ut ≜ k=t γ k−t rk , i.e. the sum of future
rewards rt . Here, γ ∈ (0, 1] is the discount factor and T ∈ [1, ∞] is the problem horizon. Typically, the agent wishes to
maximise the expected utility, but other objectives are possible.
The agent acts in the environment using a policy π = (π1 , . . . , πt , . . .) that takes an action at at time t with probability
πt (at | st , rt−1 , at−1 , st−1 , . . . , r1 , a1 , s1 ). Dependence on the complete observation history is necessary, if the agent
is learning from experience. However, when µ is known, the policy πµ∗ maximising expected utility over finite horizon
is Markovian2 of the form πt (at | st ) and is computable using dynamic programming. A useful algorithmic tool for
achieving this is the value function, i.e. the expected utility of a policy π from different starting states and action:
π
(s) ≜ Eπµ (Ut | st = s) and
Definition 2 (Value Function) The state value function of policy π in MDP µ is Vµ,t
the corresponding state-action (or Q-)value function is Qπµ,t (s, a) ≜ Eπµ (Ut | st = s, at = a). Pπµ and Eπµ denote
probabilities and expectations under the process induced by π and µ.

Finally, the Bellman operator Bµπ V (s) ≜ ρµ (s) + γ
π
π
recursively through Vµ,t
= Bµπ Vµ,t+1
.3

P

s′ ∈S

Pπµ (s′ | s)V (s′ ) allows us to compute the value function

Bayesian RL (BRL). In BRL, our subjective belief is a probability measure β over possible MDPs. We refer to
the initial belief β as the prior distribution. By interacting with the environment until time t, the agent obtains data
Dt = (s1 , a1 , r1 , . . . , st ). This data is used to calculate a posterior distribution β(µ | Dt ) that represents agent’s
current knowledge about the MDP.4 For a given belief and an adaptive policyπβ (s), we define the Bayesian value
function to be:
Z
πβ
π
Vβ(·|D
(s)
≜
Vµ,tβ (s) dβ(µ | Dt ).
(1)
t ),t
M

The Bayesian value function is the expected value function under the distribution β. The Bayes-optimal policy achieves
∗
π
π
π
the Bayes-optimal value function Vβ,t
(s) = supπ Vβ,t
. Calculating Vβ,t
involves integrating Vµ,t
for all µ, while
∗
Vβ,t typically requires exponential time. Information about the value function distribution can be a useful tool for
constructing near-optimal policies, as well a way to compute risk-sensitive policies.
Distributions over Value Functions. Let us consider the value function V , with V = (V1 , . . . , VT ) for finite-horizon
problems, a prior belief β over MDPs, and a previously collected data Dt = (s1 , a1 , r1 , . . ., st−1 , at−1 , rt−1 , st ,
rt ) using some policy
π. Now, the posterior value function distribution is expressed in terms of the MDP posterior:
R
E
Pβ (V | Dt ) = M Pµ (V ) dβ(µ | Dt ). This induces an empirical measure P̂M
C that corresponds to the standard

P
K
E
−1
(k)
Monte-Carlo estimate: P̂M C (B) ≜ Nµ
∈ B , where 1 is the indicator function.
k=1 1 v
1. In the partially-observable setting, the agent instead observes another variable dependent on the state.
2. For infinite horizon problems this policy is also stationary.
π
3. In the discounted setting, the value function converges to Vµπ ≡ Vµ,1
as T → ∞.
4. This is expressible in closed form. When the MDP is discrete, a Dirichlet-product prior can be used, or when the MDP is
continuous and the dynamics are assumed to be linear, a Gaussian-Wishart prior can be used (DeGroot, 1970). Gaussian process
inference can also be expressed in a closed-form but inference becomes approximate because the computational complexity
scales quadratically with time.

2

1.2 Related Work and Our Contribution
We arrange related work in the following areas. Firstly, “model-free” methods that do not explicitly try to take into
account the uncertainty about the underlying MDP. Secondly, “model-based” methods, that explicitly maintain a
distribution on MDP models. We then discuss methods that consider utility distributions due to the stochasticity in the
underlying MDP, rather than our uncertainty about the MDP. Finally, we discuss approximations to the Bayes-optimal
solution, before we outline our contributions.

Model-free Bayesian Value Functions. Bayesian value function distributions have been considered extensively in
model-free Bayesian Reinforcement Learning (BRL). One of the first methods was Bayesian Q-learning (Dearden
et al., 1998), which used a normal-gamma prior on the utility distribution. However, as i.i.d. utility samples cannot be obtained by bootstrapping from value function estimates, this idea had inherent flaws. Engel et al. (2003)
developed a more sophisticated approach, the Gaussian Process Temporal Difference (GPTD) algorithm, which
has a Gaussian process (GP) prior β(V ) on value functions. It then combines this with the likelihood function
Qt
P(D | V ) ∝ i=1 exp{−|V (si ) − ri − γV (si+1 )|2 }. However, this makes the implicit assumption that the deterministic empirical MDP model is correct. Engel et al. (2005) tried to relax this assumption by allowing for correlation
between sequentially visited states. Deisenroth et al. (2009) developed a dynamic programming algorithm with a GP
prior on value functions and an explicit GP model of the MDP. Finally, Tang and Agrawal (2018) introduced VDQN,
generalising such methods to Bayesian neural networks. VDQN also has the same issue of assuming correctness of the
empirical MDP model as in GPTD. The assumptions that these model-free Bayesian methods implicitly make about
the MDP are hard to interpret, and we find the use of an MDP model independently of the value function distribution
unsatisfactory. We argue that explicitly reasoning about the joint value function and MDP distribution is necessary
to obtain a coherent Bayesian procedure. Unlike the above methods, we calculate a value function posterior P(V |D)
while simultaneously taking into account uncertainty about the MDP.
Model-based Bayesian Value Functions. If a posterior over MDPs is available, we can calculate a distribution over
value functions in two steps: a) sample from the MDP posterior and b) calculate the value function of each MDP.
Essentially, this amounts to performing posterior sampling (PSRL, Strens (2000); Thompson (1933)) followed by policy
evaluation. Dearden et al. (1999) suggested an early version of this approach that obtained approximate upper bounds
on the Bayesian value function and sketched a Bellman-style update for performing it online. Posterior sampling
approach was later used to obtain value function distributions in the discrete case by Dimitrakakis (2011) and in the
continuous case by Osband et al. (2016). Finally, O’Donoghue et al. (2018) derive bounds on the variance of the
value function posterior. We instead focus on whether it is possible to compute complete value function distributions
exactly or approximately through a backwards induction procedure. In particular, how can we obtain P(Vi |D) from
P(Vi+1 |D)?
Utility Distributions. A similar problem is calculating utility (rather than value) distributions through Bellman updates.
This is the problem of estimating Pµ (Ui | Ui+1 ) for a given MDP µ. In this context, Morimura et al. (2010) constructed
risk-sensitive policies. More recently Bellemare et al. (2017) showed that modelling the full utility distribution may
also be useful for exploration. However, the utility distribution is due to the stochasticity of the transition kernel
Pµ (st+1 | st , at ) rather than uncertainty about the MDP, and hence a different quantity from the value function
distribution, which this paper tries to estimate.
Bayes-optimal approximations. It is also possible to define the value function with respect to the information state
(st , βt ). This generates a Bayes-Adaptive Markov Decision Process (BAMDP, Duff (2002)). However, BAMDPs are
exponentially-sized in the horizon due to the increasing number of possible information states as we look further into
the future. A classic approximate algorithm in this setting is Bayesian Sparse Sampling (BBS, Wang et al. (2005)). In
comparison, our value function distributions at future steps can be thought of as marginalising over possible future
information states. This makes our space complexity much smaller.
Our Contribution. We introduce Inferential Induction, a new Bayesian Reinforcement Learning (BRL) framework,
which leads to a Bayesian form of backwards induction, a type of dynamic programming algorithms that includes
value iteration as a special case. Our framework allows Bayesian inference over value functions without any implicit
assumption or approximation unlike its predecessors. The main idea is to calculate the conditional value function
distribution at step i from the value function distribution at step i + 1 analogous to backwards induction for the
3

expectation (Eq. (2)). Following this, we propose three possible marginalisation techniques (Methods 1, 2 and 3)
and design a Monte Carlo approximation with Method 1. We can combine this procedure with a policy optimisation
mechanism. We use a Bayesian adaptation of dynamic programming for this and propose the Bayesian backwards
induction (BBI) algorithm. In addition, we design a policy gradient approach termed Inferential Induction Bayesian
Actor-Critic (II-BAC). Our experimental evaluation shows that BBI and II-BAC is competitive to the current state of
the art. Inferential Induction framework provides the opportunity to further design more efficient algorithms of this
family.

2. Inferential Induction
Given a prior belief β, and data Dt = (s1 , a1 , r1 , . . . , st ) obtained by interaction of the agent with the MDP, we wish
to calculate the value function distribution from step t onwards, i.e. Pπβ (Vt | Dt ) for any policy π ∈ Π under the belief
β, conditioned on the data Dt . This will allow us to find a Bayes-optimal policy within π. The main idea for doing this
is to inductively calculate Pπβ (Vi | Dt ) from Pπβ (Vi+1 | Dt ) for i ∈ {t, . . . , T } as follows:
Z
Pπβ (Vi | Dt ) =
Pπβ (Vi | Vi+1 , Dt ) d Pπβ (Vi+1 | Dt ).
(2)
V

This is analogous to the Bellman operator for a fixed MDP, but here we condition on the data, instead of a specific MDP.
Let ψi+1 be a (possibly approximate) representation of Pπβ (Vi+1 | Dt ). If we can calculate the above integral, then we
can also obtain ψi ≈ Pπβ (Vi | Dt ) recursively, from time T up to the current time step t. Then the problem reduces
to defining the term Pπβ (Vi | Vi+1 , Dt ) appropriately. Our choice will define our probabilistic model, as well as the
distribution over the underlying MDP indirectly. We describe three methods for doing so, and derive and experiment on
an algorithm for one specific case, in which Bayesian inference can also be performed through conventional priors.
Method 1: Integrating over Pπβ (µ | Vi+1 , Dt ). A simple idea for dealing with the term linking the two value functions
is to directly marginalise over the MDP as follows:
Z
Pπβ (Vi |Vi+1 , Dt ) =
Pπµ (Vi |Vi+1 ) d Pπβ (µ|Vi+1 , Dt ).
(3)
M

This equality holds because given µ, Vi is uniquely determined by the policy π and Vi+1 through the Bellman operator.
However, it is crucial to note that Pπβ (µ | Vi+1 , Dt ) ̸= Pβ (µ | Dt ), as knowing the value function gives information
about the MDP.
Method 2: Integrating over Pπβ (µ | Vi , Vi+1 ). From Bayes’ theorem, we can write the conditional probability of Vi
given Vi+1 , Dt in terms of the data likelihood of Vi , Vi+1 and the conditional distribution of Vi |Vi+1 , as follows5 :
R π
Pβ (Dt | Vi , Vi+1 ) d Pπβ (Vi | Vi+1 )
π
Pβ (Vi ∈ B | Vi+1 , Dt ) = RB π
.
(4)
P (Dt | Vi , Vi+1 ) d Pπβ (Vi | Vi+1 )
V β
The likelihood term is crucial in this formulation. One way to write it is as follows:
Z
π
Pβ (Dt | Vi , Vi+1 ) =
Pπµ (Dt ) d Pπβ (µ | Vi , Vi+1 ).
M

This requires us to specify some appropriate distribution Pπβ (µ | Vi , Vi+1 ) that we can sample from, meaning that
standard priors over MDPs cannot be used. On the other hand, it allows us to implicitly specify MDP distributions
given a value function, which may be an advantage in some settings.
Method 3: Integrating over β(µ | Dt ). Using the same idea as Method 2, but using Bayes’s theorem once more, we
obtain:
Z
P(µ | Vi , Vi+1 , π) Pπβ (Dt )
Pπβ (Dt | Vi , Vi+1 ) =
dβ(µ | Dt ).
(5)
β(µ)
M
While there are many natural priors from which sampling from β(µ | Dt ) is feasible, we still need to specify
Pβ (µ | Vi , Vi+1 , π). This method might be useful when the distribution that we specify is easier to evaluate than to
sample from.
5. Here, B ⊂ V are sets of value functions in an appropriate σ-algebra.

4

2.1 The infinite horizon case.
While the main idea of inferential induction is to infer the previous step value distribution from the next, it is interesting
to look at what we obtain if we apply the same marginalisations to the asymptotic value function distribution for infinite
horizon problems.
Method 1b. Dropping the conditioning on the next-step value function, we have
Z
π
Pβ (V |Dt ) =
Pπµ (V ) d Pπβ (µ|Dt ).

(6)

M

Given that a π, µ pair uniquely identifies a value function, this method is equivalent to sampling MDPs and calculating
their value functions.
Method 2/3b. Here we need to define a prior on value functions Pπβ (V ), which could in practice be independent of the
policy. Then we can compute:
R π
Pβ (Dt | V ) d Pπβ (V )
π
Pβ (V ∈ B | Dt ) = RB π
.
(7)
P (Dt | V ) d Pπβ (V )
V β
Again, the likelihood term can be written in two different ways
Z
Z
Pπβ (Dt | V ) =
Pπµ (Dt ) d Pπβ (µ | V ) =
M

M

P(µ | V, π) Pπβ (Dt )
dβ(µ | Dt ).
β(µ)

(8)

It is interesting to note that if we replace β(µ | Dt ) with a point distribution (e.g. the empirical MDP), the inference
becomes similar in form to GPTD (Engel et al., 2003) and GPDP (Deisenroth et al., 2009). In particular, this occurs
when we set P(µ | Vi , Vi+1 , π) ∝ exp{−∥Vi+1 − ρµ − γ P̂µπ Vi ∥2 }, where P̂µπ is the empirical transition kernel, and
we use a Gaussian Process prior for Pπβ (V ). However, this has the disadvantage of essentially ignoring our uncertainty
about the MDP.

3. Algorithm Design
In the following subsections we propose two algorithms. Firstly, a backward induction algorithm based upon Method 1
(Eq. 3) and secondly, a Bayesian actor-critic (Ghavamzadeh and Engel, 2007) approach based upon Method 3b (Eq. 8).
3.1 Bayesian Backwards Induction (BBI)
When the MDPs are discrete, the algorithm is straightforward. Then the belief β(µ | Dt ) admits a conjugate prior
in the form of a Dirichlet-product for the transitions. We chose to model the belief P (Vi |Dt ) using a Gaussian ψt .
Additionally, we also model the density of Vi+1 given a sampled rollout to be Gaussian. We can use these rollouts to
(k)
obtain weights wjk . The weights can be seen as a measure of how well Vi+1 matches rollouts from MDP µ(j) . These
(j,k)

weights define the calculations of the sample mean and covariance of the weighted value function samples Vi
Nµ
Nµ
NV X
NV X
1 X
1 X
(j,k)
(j,k)
(j,k)
mi =
Vi
wjk , Σi =
(Vi
− mi )(Vi
− mi )⊤ wjk .
NV Nµ
N
N
V
µ
j=1
j=1
k=1

:
(9)

k=1

such that ψi = N (mi , Σi ) is a multivariate normal distribution.
We now construct a policy optimisation component to use with the inferential induction based policy evaluation and the
aforementioned two approximation techniques. We use a dynamic programming algorithm that looks ahead H steps,
and at each step i calculates a policy maximising the Bayesian expected utility in the next i + 1 steps. We describe the
corresponding pseudocode in Algorithm 1.
5

Algorithm 1 Line 8: Discrete MDPs. Just as in standard backwards induction, at each step, we can calculate πi by
keeping πi+1 , . . . , πH fixed:
Z
X
πi+1 ,...,πH ′
′
Qi (s, a) ≜ Eβ (U | si = s, ai = a, D) =
ρµ (s, a) +
P(j)
(s )
(10)
µ (s |s, a)Vµ,i
≈

X

[ρµ(j) (s, a) +

j,k

X

M

s′

(k) ′
′
P(j)
µ (s |s, a)Vi+1 (s )]

wjk
.
Nµ NV

s′

(11)
(j,k)

With the updated policy we can now calculate the current step value samples using the bellman equation Vi
(k)
Bµπ(j) Vi+1 and obtaining its best fit Gaussian approximation ψi .

=

Algorithm 1 Bayesian Backwards Induction (BBI) with Method 1
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

Input: Prior β, data D, lookahead H, discount γ, Nµ , NV .
Initialise ψi . 
Sample M̂ ≜ µ(j) j ∈ [Nµ ] from β(µ | D).
for i = H − 1, . . . , 1 do
Sample V (k) ∼ ψi+1 (v) for k ∈ [NV ].
Generate n utility samples uji using rollouts from µ(j) .
(k)
j 2
(sm )−um |
|Vi+1
Pn
2σ 2
.
Calculate wjk ∝ m=1 e−
Calculate Qi
Set πi (a|s) = 1 for a ∈ arg max Qi (s, a).
(j,k)
(k)
Calculate Vi
= Bµπ(j) Vi+1 , with policy πi .
PNV PNµ (j,k)
wjk .
Calculate ψi = NV1Nµ k=1
j=1 Vi
end for
return π = (π1 , . . . , πH ).

3.2 Inferential Induction Bayesian Actor-Critic (II-BAC)
We begin by constructing an algorithm out of the middle formulation of Eq. 8. This involves choosing a value function
prior Pπβ (V ), a linking distribution Pπβ (µ | V ) and a likelihood Pπµ (Dt ). In general, the value function prior could be
chosen arbitrarily. In practice, however, to reduce the number of samples needed to identify a good fit value function we
can adopt to choose, e.g. an empirical prior or importance sampling approach. In the following algorithm, the value
function prior is selected to be an empirical prior. Further, the choice of linking distribution, Pπβ (µ | V ), can similarily
be done in multiple ways. The approach used in this algorithm identifies a good fit distribution that minimises the
temporal difference error, as seen in,
n
h
io
Pπβ (µ | V ) ≜ Dir(α∗ ), α∗ ≈ arg min ET ∼ α ||Q − R − γT V ||2 + λ||α||2 .

(12)

α

In Eq. 12 the MDP transitions T are sampled from a Dirichlet distribution with parameters α. In the optimisation
problem provided, the resulting distribution over transition functions given by α∗ attempts to identify a trade-off
between well-fitting MDPs while retaining some dispersion. The final term in Eq. 12 is a regularising term intended to
prevent the α parameters from growing too large. Finally, the likelihood term Pπµ (Dt ) is just the MDP likelihood. The
pseudocode matching this algorithm is available in Algorithm 2.

4. Experimental Analysis
In these experiments, we analyse the performance of our methodology. In Section 4.1, we describe the experimental
setup, algorithmic comparisons and the priors used for implementation. In Section 4.2, we illustrate different environ6

Algorithm 2 Bayesian Actor-Critic (II-BAC) with Method 3b
π
π
1: Input: Value function prior Pπ
β , linking distribution Pβ (µ | V ), likelihood Pµ (Dt ), policy parameters θt , data Dt ,

2:
3:
4:
5:
6:
7:

discount γ, step size λ, Nµ , NV , N .
Sample V (k) ∼ Pπβ (V ) for k ∈ [NV ].
Sample µ(j) ∼ Pπβ (µ | V k ) for j ∈ [Nµ ] (Eq. 12)
PNµ π
Compute average likelihoods N1µ j=1
Pµj (Dt ) for V 1 , . . . , V NV .
Resample value functions and MDPs (V 1 , µ1 ), . . . , (V N , µN ) from (Eq. 7) using the average likelihoods.
PN
λ
n
n
θt+1 = θt + N
n=1 ∇θ log πθ (· | ·)(Qµn − Vµn ) using rollouts to obtain simulated states and actions.
return πt+1 .

ments used for empirical evaluation. In Section 4.3, we analyse the results obtained for different environments in terms
of average reward obtained over time.
4.1 Experimental Setup

Algorithms. We compared BBI (Alg. 1) with a number of algorithms in terms of average reward achieved per step.
Firstly, exploration by distributional reinforcement learning (VDQN, Tang and Agrawal, 2018). Secondly, with
posterior sampling (PSRL, Strens, 2000; Thompson, 1933) for the discrete MDPs. Finally, we compared II-BAC
(Alg. 2) with PSRL in terms of expected return.
Parameters. We run the algorithms for BBI with discount factor γ = 0.99. Each algorithm updates its policy at steps
tk = k(k+1)
, where k increases as 1, 2, . . .. This sequence of tk ’s causes a total of 1413 updates in 106 steps. We set
2
the lookahead H to 100. For II-BAC we choose to update the algorithm every 1000 steps, resulting in 100 updates
overall. We let NV = 50, Nµ = 25 and N = 20 be the number of original value function samples, number of MDP
samples and resampled value functions, respectively.
Prior. For discrete MDPs, we use Dirichlet Dir(α) priors over each of the transition probabilities P(s′ |s, a). The prior
parameter α for each transition is set to 0.5. We use separate NormalGamma N G(µ, κ, α, β) priors for each of the
reward distributions P(r|s, a). We set the prior parameters to [µ0 , κ0 , α0 , β0 ] = [0, 1, 1, 1]. While we use the same
prior parameters for all algorithms, we have not attempted to do an exhaustive unbiased evaluation by tuning their
hyperparameters on a small set of runs, hence, our results should be considered preliminary.
4.2 Description of Environments
We evaluate the two proposed algorithms, BBI and II-BAC on four discrete environments.
NChain. This is a discrete stochastic MDP with 5 states, 2 actions (Strens, 2000). This environment requires both
exploration and planning to be solved effectively and thus acts as an evaluator of posterior estimation, efficient
performance and effective exploration.
DoubleLoop. This is a slightly more complex discrete deterministic MDP with with two loops of states (Strens, 2000).
This environment acts as an evaluator of efficient performance and effective exploration.
LavaLake. This is a stochastic grid world (Leike et al., 2017) where every state gives a reward of -1, unless you
reach the goal, in which case you get 50, or fall into lava, where you get -50. We tested on the 10 × 10 version of the
environment.
Maze. This is a grid world with four actions (ref. Fig. 3 in (Strens, 2000)). The agent must obtain 3 flags and reach a
goal. The maze has 33 reachable locations and 8 combination of obtained flags for a total of 264 states.
7
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Figure 1: Evolution of average reward for NChain, DoubleLoop, LavaLake 10 × 10 and Maze. The discrete environment
runs are of length 106 , except for Maze with length 107 , with 50 runs for NChain and DoubleLoop and 30 runs for
Maze and LavaLake 10 × 10. The runs are exponentially smoothed with a half-life of 1000.

4.3 Experimental Results
The following experiments are intended to show that the general methodological idea is indeed sound, and can potentially
lead to high performance algorithms. More results, comparative experiments, as well as tests of convergence, are
provided in the extended version.
We evaluate the performance of our algorithms in terms of the evolution of average reward with 106 time-steps for
NChain, DoubleLoop and LavaLake and 107 for Maze. Figures 1a, 1b, 1c, 1d illustrate the evolution of average
reward for BBI, PSRL and VDQN on the discrete MDPs. BBI is competitive with PSRL, which has good exploration
properties, while VDQN generally performs worse. In Figure 2 we further note that II-BAC is also competitive with
PSRL in a small setting.
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Figure 2: Expected return for 20 independent runs per algorithm in the NChain environment. The current policy of each
of the algorithms is evaluated every 1000 steps. The error bars are the standard deviation of the expected return over
independent experiments.

New Insights. We offered a new perspective on Bayesian value function estimation. The central idea is to calculate
the conditional value function distribution Pβπ (Vi | Vi+1 , D) using the data and to apply it inductively for computing the
marginal value function distribution Pβπ (Vi | D). We then designed a straightforward Monte Carlo approximation and
combined it with a suitable policy optimisation mechanism and showed that it can be competitive with the state of the art.
In order to place it in context, standard backwards induction (i.e. value iteration) calculates Vi = Bµπ Vi+1 and
distributional reinforcement learning methods calculate Pµπ (Ui |Ui+1 ), both for a given, underlying MDP. In an RL
setting, this can be replaced either through stochastic approximation, such as Q-learning, or through an explicit empirical
model.
Inferential Induction differs from existing Bayesian value function methods, which essentially cast the problem into
regression. For example, GPTD (Engel et al., 2003) can be written as Bayesian inference with a GP prior over value
functions and a data likelihood that uses a deterministic empirical model of the MDP. While this can be relaxed by
using temporal correlations as in Engel et al. (2005), the fundamental problem remains. Even though such methods
have practical value, we show that Bayesian estimation of value functions requires us to explicitly think about the MDP
distribution as well.
Limitations. We have observed that both of the proposed algorithms, BBI and II-BAC, are notably slower than
existing approaches. Further, II-BAC is sensitive to the choice of value function prior.
Future Work. Since this work is mainly conceptual we have attempted to present multiple methods and algorithms to
argue for the flexibility of the framework. Future work involve devising algorithms for the remaining methods and
identifying in which settings the different methods perform the best. Another important thing to consider is larger, more
complicated and continuous state-space settings where approaches such as PSRL might struggle.
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