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Abstract
As agents explore environments, strong temporal correlations can lead to inefficient learning. In neuroscience, there is growing evidence suggesting that the brain solves this problem
by learning which information to filter out. Here we use this principle as inspiration to
propose a new sample-efficient method to decide when and when not to discard input samples – input filterings. We study the potential of this idea using a new algorithm – filtered
experience replay – in the context of Atari games. First, we demonstrate that our method
requires a lower memory load compared to simple experience replay. Second, we show that
a scheduled adaptation in which frames are discarded, is able to perform competitively
against standard experience replay while being more memory efficient. Overall, our work
proposes a sample-efficient algorithm for deep reinforcement learning and highlights the
importance of input adaptation for learning in the brain.
Keywords: Deep reinforcement learning, Q-Learning, Input adaptation, Decorrelation,
Similarity, Replay

1. Introduction
Both animals and reinforcement learning agents need to efficiently learn to explore their
environments. As animals/agents sample the environment, the incoming state tends to
be initially highly correlated in time, which leads to poor optimization of non-linear approximators, such as deep neural network for Q-learning. However, our brain seems to
deal with this problem efficiently. Deep learning is (loosely) inspired by biological neural
networks (McCulloch and Pitts, 1943; Goodfellow et al., 2016). Recent studies have also
demonstrate that impressive gains can be achieved by seeking further integration between
artificial intelligence and neuroscience (Marblestone et al., 2016; Hassabis et al., 2017a; van
Gerven and Bohte, 2017). In this paper, we focus mainly on the functional implications of
temporal filtering mediated by input adaptation as found across the brain, coupled with
hippocampus-like experience replay (ER).
Experience replay has enabled impressive results in deep RL (Mnih et al., 2015). On an
abstract level, the experience replay algorithm (Lin, 1992) can be interpreted as a simplified model of neocortical-hippocampal interactions during memory consolidation (Hassabis
et al., 2017b). Landmark studies (Mcclelland et al., 1995; Ji and Wilson, 2007; Kumaran
c 2018 Raymond Chua and Rui Ponte Costa.
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et al., 2016) have shown the existence of interleaved learning between the hippocampus
and neocortex. The hippocampal network allows for rapid learning of episodic memories,
which are in turn gradually replayed to the neocortex for long-term memory storage – systems memory consolidation (Ji and Wilson, 2007). This hippocampal-neocortical memory
transfer process is believed to occur mostly during sleep (Ji and Wilson, 2007).
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Figure 1: Learning when to adapt to temporal streams in reinforcement learning. (a) In
sensory cortices (e.g. visual cortex) if a given input is shown in quick succession, neuronal
activity is typically reduced. For example, when a neuron receiving input another neuron
coding for a vertical bar (red neuron) it will rapidly suppress (or ’discard’) this input (top,
red lines) through a mechanism known as short-term plasticity (denoted as S). However, if
the input changes to a new feature (e.g. a ball) the neuron will detect this change as that
connection is not suppressed. Here we model this effect using a simple similarity measure
(see main text), in which a given frame is compared with a previous one and whether this
new frame is kept or discarded is given by an hyperparameter (the similarity threshold δ).
(b) Schematic of deep Q-network architecture with decorrelated experience replay. A sample
(frame) is collected from the environment and compared with the last sample, if these are
not too similar the sample is stored in the replay memory, which is used to optimize the
DQ-Network (DQN). (c) Schematic of the different decay schedules for similarity threshold
decay.
Standard experience replay (SER) does not filter the information that is stored in the
replay memory, making it non-sample efficient and prone to optimization bias. We turned
to the brain as inspiration to develop a new approach. Sensory cortices (e.g. visual or
auditory) are constantly bombarded with a stream of sensory input. To prevent an overload
and redundant information flowing into the brain, biological neural networks rapidly (in
the order of tens of milliseconds) adapt to their inputs (Goldman et al., 1999; Chung
2
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et al., 2002; Luczak et al., 2015; Froemke and Schreiner, 2015). Such rapid adaptation is
believed to rely (at least in part) on short-term plasticity at synapses (Chung et al., 2002;
Froemke and Schreiner, 2015). Short-term depression (Goldman et al., 1999; Chung et al.,
2002; Froemke and Schreiner, 2015), a common form of short-term plasticity in which the
synaptic weight is rapidly suppressed (Fig. 1a,top). This means that when a particular input
coding for a feature (e.g. vertical bar) is activated repetitively, the postsynaptic neuron
will ’shut off’ (or discard) this incoming connection as the new information is redundant
(Fig. 1a). Interestingly, short-term plasticity is itself also dynamic, changing with learning
and development (Reyes and Sakmann, 1999; Costa et al., 2015). The algorithm that we
propose here builds on these ideas by temporally filtering input samples. We test our
algorithm in two scenarios: one in which filtering is constant over learning and another one
in which the filtering is modified over learning as observed in the brain.
In this paper, we first explain our new deep RL algorithm, next we demonstrate the
potential of our framework on Atari games (Pong, Boxing, Enduro and Space Invaders) and
end with conclusions and future directions.

2. Background
In Reinforcement Learning (RL) problems (Sutton and Barto, 1998), an agent interacts
with its environment through a sequence of states st ∈ S, actions at ∈ A and rewards
rt+1 ∈ R. The actions are determined by the agent’s behaviour policy π(at | sP
t ). The goal
τ −t r ,
is to learn a policy π that maximizes the expected discounted return Rt = ∞
τ
τ =t γ
where γ ∈ (0, 1] is the discount factor that trades-off the importance of immediate and
future rewards.
One of the most common algorithms for solving RL problems is Q-learning (Watkins,
1989), which is a form of termporal difference learning (Sutton, 1988). In Q-learning, we
learn the action-value
function Q(st , at ), which is defined as Qπ (s, a) = E Rt+1 +γRt+2 +. . . |

st = s, at = a, π . The optimal value is then Q∗ (s, a) = maxπ Qπ (s, a) and the optimal policy
is achieved by greedily selecting the action with the highest value at each state.
For challenging environments, we can approximate the value function by introducing
a parameter θ which leads us to Q(s, a; θ). Function approximation methods do not have
convergence guarantees (Boyan and Moore, 1994; Thrun and Schwartz, 1993; Tsitsiklis and
Roy, 1997). However, (Mnih et al., 2015) have proposed an algorithm known as deep Q
network (DQN) which exhibit better convergence properties.
2.1 Deep Q Networks
A deep Q network (DQN) is a multi-layered Artificial Neural Network which takes the
state s as inputs and outputs a vector of action-values. By using the parameters θ ∈ Rd
from DQN, with d being the dimension of DQN, this allows us to approximate our function
Q(s, a; θ). The success of DQN lies in two important components, the standard experience
replay (SER) and a target network. ER allows us to draw past experiences in mini-batch
randomly. The target network Q(s, a; θ − ) with parameters θ − , is essentially the same as
the online network Q(s, a; θ), with θ − being frozen. At every τ steps, we set θ − = θ.
ER allows us to decorrelate our experience examples and the usage of both ER and target
network results in a stabilized algorithm during the learning phase.
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Figure 2: Experimental results using the Boxing Atari game (5 runs for each scenario,
see main text for details). SER: Standard Experience Replay. FER: Filtered Experience
Replay with different similarity threshold. Left: Average Reward across two million frames
with different decay schemes. Right: Replay Memory size differences across two million
frames with different decay schemes. For results on constant similarity threshold, please see
Appendix A for details.

3. Methods
The key insight behind our model is that in many episodes, the sequences which are received
from the environment tend be very similar and repetitive. In RL terms, this means high
similarity between consecutive states which leads to many similar experiences entering the
replay memory. We attempt to address this by comparing the input states using a similarity
measure function as illustrated in Fig. 1 before the samples are added to the replay memory.
Additionally, we consider two types of similarity threshold function, a decay type and a
constant type. With regards to the decay type, we consider two possible decay schemes,
linearand
 exponential (see Fig. 1). The decay functions are defined as follows: Dlinear (t) =
N0 −

t
f

(N0 − Nf ) and Dexp (t) = N0 e−λt , where λ controls the decay rate, t is the current

step in environment, f is the decay constant, N0 is the initial similarity value and Nf is
the final similarity value. In our experiments, we set λ to 0.00001. The constant type
has the same value throughout the learning phase, such that N0 = Dconstant (t) = Nf . In
addition, we choose the Normalized Root-Mean Square Error (NRMSE) function due to it
being normalized and its ease/speed of computation. NRMSE is defined as
p
√
M SE(Ix, Iy) ∗ n
N RM SE(Ix, Iy) =
kIxk

(1)

where Ix and Iy are greyscale images with n pixels and MSE is the Mean Squared Error
function. Our algorithm is a simple extension of DQN (Mnih et al., 2015) and the details
can be found in Algorithm 1.
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Algorithm 1 Deep Q-learning with Experience Replay & Similarity Measure
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:

Initialize replay memory D to capacity N
Initialize action-value function Q with random weights θ
Initialize target action-value function Q̂ with weights θ − = θ
Determine similarity measure function Z
Determine similarity threshold function H
for episode = 1, M do
Initialize sequence s1 = {x1 } and preprocessed input φ1 = φ(s1 )
for t = 1, T do
With probability , select a random action at
otherwise select at = arg maxQ(st , a; θ)
a

11:
12:
13:
14:
15:

Execute action at in environment and observe reward rt and image xt+1
Set st+1 = {xt+1 } and preprocess φt+1 = φ(st+1 )
Retrieve threshold value, δ, from H
if Z(φt , φt+1 ) ≤ δ then

Store transition φt , at , rt , φt+1 in D

16:
17:

Sample random minibatch of transitions (φj , aj , rj , φj+1 ) from D
(
yj =

rj ,
if episode terminates at step j + 1

−
0
Q̂
φ
,
a
;
θ
rj + γmax
,
otherwise
j+1
0
a


18:

Perform a gradient descent step on

19:

Every C steps reset Q̂ = Q

yj − Q φj , aj ; θ



2
w.r.t θ

4. Results
We first tested our algorithm on four environments (Pong, Boxing, Enduro and Invaders) of
the Arcade Learning Environment (Atari) (Bellemare et al., 2015), which are implemented
in OpenAI Gym (Brockman et al., 2016). The training is initially performed over two
million frames. We compared our algorithm against a baseline that is based on the original
DQN algorithm (Mnih et al., 2015). Similar to the DQN algorithm, the raw observations
were converted to grey-scale and scaled to 84 × 84 pixels. Actions were repeated four times
in order to reduce computational resources. We used Adam (Kingma and Ba, 2014) as our
optimizer and a mini-batch size of 32 and trained our model for two million frames, across
five different seed values. It is important to note that the goal of our algorithm is to show
that filtered experience replay (FER) can provide efficient learning, using less samples and
perform competitively compared to standard experience replay (SER).
First, to illustrate our results, we present the results of our experiments in the Boxing
game in Fig. 2 using decay schemes. Inspired by changes in input filtering over learning in
neuroscience (see Introduction), we tested scenarios in which the threshold δ varied with
learning, using exponentially and linear decays (see Method). Our results demonstrate that
our method not only can yield more efficient experience replay (i.e. lower memory needs)
but also the promise of better performance (Fig. 2. Here, our model is able to perform better
than SER and using a smaller replay memory size by discarding similar samples during the
5
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Figure 3: Seaquest and Space Invaders trained over 20 million frames. Embeddings (orange)
use the mean square error as similarity measure. Dynamic filtering (non-black) shows
comparable performance as the baseline SER (black), despite storing less samples.
training phase. Across different games,our model achieves comparable performance against
SER despite having a smaller replay memory size (Fig. 4). This implies that our model is
a more efficient learner compared to using SER. Since different games can have different
complexity in feature spaces, we added a discard plot (Fig. 6) to show that our model is
robust to higher complexity in feature space. In addition, we trained our model for 20
million frames on Space Invaders and Seaquest. As Seaquest is a more challenging game
that requires planning, we were fascinated that our dynamic filtering approach does indeed
improve the learning of the agent (see Fig. 3b.)
For additional results based on both constant and decay similarity threshold experiments
in Pong, Enduro and Invaders games, as well as parameters used for all the experiments,
please refer to Appendix A.

5. Related Work
Since the success of DQN (Mnih et al., 2015), there has been ongoing research on improving
the replay memory in DQN. Although the fundamental purpose of replay memory is to
store experienced samples, deciding which samples to store as well as which ones to select
for optimization is equally important. In this section, we briefly mention various work that
are based on improving experience replay (Lin, 1992).
Prioritized experience replay Rather than performing naive uniform random sampling
(as in standard experience replay), Prioritized experience replay (PER) (Schaul et al., 2015)
aims to select the ”best” samples based on the magnitude of their temporal-difference (TD)
error. Transitions with higher TD error are expected to increase the learning efficiency of
the agent. However, PER can introduce a learning bias and the implementation of PER is
not straightforward, and sorting the replay memory can be expensive (O(log N )). Recently,
a distributed version of PER (Horgan et al., 2018) was proposed to improve learning
efficiency. It uses multiple actors to generate samples for a shared replay memory. A single
learner is optimized by sampling experiences and updating the priorities of the samples in
the shared replay memory.
6
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Figure 4: Filtered ER yields memory savings while achieving similar performance in Atari
games. Left: Final mean reward for the different algorithms (baseline is Standard ER, FER
is Filtered ER with different decay schemes). Center: Memory savings for the different
algorithms. Right: Replay memory savings per reward for the different algorithms.
Combined experience replay More recently, combined experience replay (CER) (Zhang
and Sutton, 2017) was proposed as a simpler and efficient solution (O(log 1)) by using the
latest transition during the current optimization step, achieving promising results. However,
CER does not determine the prioritization of the samples.
Hindsight experience replay Current deep RL methods fail to perform in environments
with sparse rewards, such as using a robotic arm to grab a cup. Instead of receiving only a
positive reward when the goal is achieved, Hindsight experience replay (HER) (Andrychowicz et al., 2017) allows the agent to learn from different goals, which are generated from
previous states observed in the current episode. The newly defined reward function is based
on state, action and a goal. However, since HER is a goal dependent algorithm, it is not
easily applicable for environments that do not have a predefined goal or known terminal
states, such as Seaquest or Space Invaders in the Atari games.
In order to improve sample efficiency, (Wang et al., 2016) introduced an actor-critic framework with experience replay which combines truncated importance sampling with bias correction, stochastic dueling networks and a trust region policy optimization method. Despite
the successes of these algorithms, to the best of our knowledge, they do not directly addressed the problem of determining which samples to store in the replay memory, which is
our focus in this paper. The work that we found to be similar to our ideas, addresses temporal redundancy in a deep learning setting (O’Connor et al., 2017). Our work attempts
to exploit temporal redundancy in a reinforcement learning environment.

6. Conclusions
Inspired by neuroscience, we have introduced a simple approach to yield a more efficient
algorithm that offers the promise of using smaller replay memories, and the potential of more
rapid learning. Our results are in line with previous observations suggesting that having
more samples in the replay memory does not necessarily lead to better results (Zhang and
Sutton, 2017).
In future work we will explore more sophisticated measures of similarity that take into
account structural information as well as luminance changes, such as the structural simi7
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larity index (Wang et al., 2004), which is also related to sensory features observed in the
cortex. Another avenue of research would be to introduce a learn-able/adaptive similarity
threshold δ in order to automatically adjust this meta-parameter. This can, in principle,
be achieved by adapting δ with respect to the mean reward across several episodes in each
game environment during the learning phase.
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Appendix A
We present our results for experiments in Pong (Fig. 5a), Boxing (Fig. 5b), Enduro (Fig. 5c)
and Space Invaders (Fig. 5d). The results shown below include both decay and constant
types of similarity functions. The constant type yields similar performance to standard
replay memory alone, and a higher replay memory efficiency (Fig. 5b, 5d). We found
the exponential decay with initial value of 5e-02 performing best, even outperforming the
baseline (SER) in the the Boxing game (Fig. 5b). Fig. 6 shows the number of experience
samples discarded across the different games. Challenging games with higher complexity in
feature space, such as Invaders, has lower discard rates since they have higher dissimilarity
between consecutive states. Despite discarding less and having a smaller replay memory,
our models are able to perform competitively against the baseline. Tables 1 and 2 shows
the values of both the hyper-parameters and parameters used in our experiments.

(a) Results of experiments in Pong. Top Row: Runs with different decay schemes. Bottom Row:
Runs with constant value. Left Column: Mean Reward Comparison. Right Column: Replay Memory
differences. FER with exponential decay schemes perform comparable to SER.

9

Chua and Costa

(b) Results of experiments in Boxing. Top Row: Runs with different decay schemes. Bottom
Row: Runs with constant value. Left Column: Mean Reward Comparison. Right Column: Replay
Memory differences. FER with exponential decay schemes perform better than SER.

(c) Results of experiments in Enduro. Top Row: Runs with different decay schemes. Bottom
Row: Runs with constant value. Left Column: Mean Reward Comparison. Right Column: Replay
Memory differences. FER with exponential decay schemes perform comparable to SER.
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(d) Results of experiments in Space Invaders. Top Row: Runs with different decay schemes. Bottom
Row: Runs with constant value. Left Column: Mean Reward Comparison. Right Column: Replay
Memory differences. FER with exponential decay schemes perform comparable to SER.

Figure 5: Results of experiments in Pong, Boxing, Enduro and Space Invaders.
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Figure 6: Discard rates across two million frames. Lower discard rates in Boxing and
Invaders due to higher dissimilarity between consecutive states.

Replay Memory Size
Replay Start Size
Initial Exploration
Final Exploration
Exploration Frames
Learning Rate
Discount Factor
Action Repeat
Target network
update frequency

Pong
100000
10000
1
0.01
1000000
0.0001
0.99
4

Boxing
100000
20000
1
0.01
1000000
0.0001
0.99
4

Enduro
100000
20000
1
0.01
1000000
0.0001
0.99
4

Space Invaders
100000
20000
1
0.01
1000000
0.0001
0.99
4

1000

10000

10000

10000

Table 1: Hyper-parameters’ value for each game environment.
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Baseline (SER)
FER(exp 5e−03 )
FER(exp 5e−02 )
FER(linear 5e−03 )
FER(linear 5e−02 )
FER(constant 5e−03 )
FER(constant 5e−02 )

Initial Similarity Threshold
0
0.005
0.05
0.005
0.05
0.005
0.05

Final Similarity Threshold
0
0
0
0
0
0.005
0.05

Total Frames Applied
0
1000000
1000000
1000000
1000000
2000000
2000000

Table 2: Parameters for both constant and decay types of similarity schemes.
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