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Abstract
We explore the relationship between directed
generative models and reinforcement learning by
developing a new approach to data imputation
that combines ideas from both areas. We address
data imputation by defining an MDP for which
we construct policies parametrized by (reasonably) large neural networks. We then show how
to train these policies using a form of (self)
Guided Policy Search (Levine & Koltun, 2013a),
which leads to maximizing a variational bound
on the quality of the imputations made by our
policies. Empirically, our policies perform well
over a range of conditions.

cies for sequential data imputation. We formulate data imputation as a finite-horizon Markov Decision Process. We
train stochastic policies for this MDP, represented using
neural networks with millions of parameters, by adapting
recent work on Guided Policy Search (Levine & Koltun,
2013a;b; 2014; Levine & Abbeel, 2014).
The objective functions and algorithms we use to train our
policies can also be interpreted as maximizing a variational
bound on the log-likelihood of the imputations they produce. Under this interpretation, we train generative models with structural similarities to NADE-k (Raiko et al.,
2014), but re-contextualized for use with effective methods
recently developed in (Kingma & Welling, 2014; Rezende
et al., 2014) for training deep directed generative models
via parametric variational inference.

1. Introduction

2. Background

The goal of data imputation is to guess some missing parts
of an observation conditioned on some known parts. More
generally, one could also consider a noise-perturbed observation as the information to condition on, and the noise-free
observation as the prediction target. E.g., one might want
to fill in pixels that are missing or damaged in some image,
or map some speech signal with a low signal-to-noise ratio
to one with an improved signal-to-noise ratio.

We now discuss prior work relevant to this paper.

In a sense, data imputation in this generalized form is just
another term for conditional generative modelling. Conditional generative modelling covers a broad range of tasks,
from standard unconditional generative modelling (when
the information to condition on is non-existent or useless),
to classification and regression (when the split of each
observation into missing/known parts is consistent across
observations). Thus, developing powerful and practically
trainable models for data imputation seems worthwhile.
We develop an approach to constructing and training poliProceedings of the 32 nd International Conference on Machine
Learning, Lille, France, 2015. JMLR: W&CP volume 37. Copyright 2015 by the author(s).

2.1. Directed Generative Models
Recently, directed generative models have been the focus
of significant efforts (Kingma & Welling, 2014; Rezende
et al., 2014; Mnih & Gregor, 2014; Gregor et al., 2014;
Kingma et al., 2014; Sohl-Dickstein et al., 2015; Rezende
& Mohamed, 2015) (etc.). For example, the deep autoregressive networks investigated
P in (Gregor et al., 2014) define distributions: p(x) = z p(x|z)p(z), where:
p(z) = p∅ (z0 )

TY
−1
t=0

pt (zt+1 |z0 , ..., zt )

(1)

in which x indicates a generated observation and z0 , ..., zT
represent the T +1 latent variables in the model. The distribution p(x|z) may also be factored similarly to p(z). The
factored form of p(z) in Eqn. 1 can represent arbitrary distributions over the latent variables, and work in (Gregor
et al., 2014) mainly concerned approaches to parameterizing the conditionals pt (zt |z0 , ..., zt−1 ) that restricted representational power in exchange for computational tractabil-
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ity. To appreciate the generality of Eqn. 1, one might consider using zt that are univariate, multivariate, structured,
etc. Constructing a model via this sequential factorization
permits a natural approach to training it.

Given a generative model pθ (x) = z pθ (x|z)pθ (z) with
latent variables z and parameters θ, and given an observation distribution Dx , one typically wants to maximize:
E log



x∼Dx

E

z∼pθ (z)


[pθ (x|z)]

(2)

which corresponds to minimizing KL(pθ ||Dx ). Typically,
variational approaches to training pθ (x) maximize a lowerbound on Eqn. 2 given by the (negative) variational freeenergy −F(pθ , qφ , Dx ), which we can write as:

E

x∼Dx

E

[log pθ (x|z)] − KL(qφ (z|x, iq ) || pθ (z))



z∼qφ (z|x,iq )

(3)
The key to Eqn. 3 is the introduction of a sampling distribution qφ (z|x, iq ), which generates configurations of the
model’s latent variables z conditioned on an observation x
and some additional information iq . The information iq is
not subject to any constraints. The slack in the free-energy
bound for log pθ (x) is given by:
log pθ (x) = −F(pθ , qφ , x) + KL(qφ (z|x, iq ) || pθ (z|x))
(4)
I.e. the free-energy bound underestimates the true loglikelihood by KL(qφ (z|x, iq ) || pθ (z|x)).
Variational inference is well-suited for training directed
generative models where pθ (z) is factored sequentially as
in Eqn. 1. In particular, we can also factor qφ (z|x, iq ):
qφ (z|x, iq ) = qφ (z0 |x, iq )

p,q

E

ip ∼Ip iq ∼Iq (·|ip )

E

P

x∼Dx

minimize E


2.2. Variational Inference

E log pθ (x) =

of methods, policy search is cast as an optimization:

TY
−1
t=0

τ ∼q(τ |ip ,iq )

(6)

[cost(τ, ip , iq )] + div(q(τ |ip , iq ), p(τ |ip ))

in which a primary policy p is trained to match the stateaction mapping observed in a distribution over trajectories
τ generated by a guide policy q that has access to more information than the primary policy (e.g. gradient towards
the goal state, accurate models of local dynamics, local
second-order approximations of the cost function, etc.). In
Eqn. 6, Ip provides information to p and q, while Iq provides information only to q (possibly conditioned on ip ).
cost(τ, ip , iq ) indicates the cost of trajectory τ in the context of ip and iq . div(q(τ |ip , iq ), p(τ |ip )) computes some
measure of dissimilarity between the trajectory distributions generated by q and p in the context of ip and iq . The
joint optimization in Eqn. 6 allows q to gradually shepherd
p towards improved behavior.
The incorporation of information beyond that available to
the primary policy, e.g. the rich prior knowledge expressed
by a human demonstrator acting as a guide policy, is a key
to the power of guided policy search. By casting policy
search as a standard supervised learning problem, complex
policies with thousands (or even millions) of parameters
can be trained successfully. We take advantage of these
techniques when developing our method.

3. An MDP for Sequential Imputation
To train a generative-type model pθ for the imputation
problem defined by Dx and Dm , one can optimize:
maximize E
θ

qφ (zt+1 |z0 , ..., zt , x, iq )

(5)
When both pθ (z) and qφ (z|x, iq ) are factored this way, it
is possible to construct complex latent distributions pθ (z)
and qφ (z|x, iq ) by composing a sequence of significantly
simpler conditional distributions. One can also interpret
pθ (z) and qφ (z|x, iq ) as defining distributions over latent
trajectories z = {z0 , ..., zT }.
2.3. Guided Policy Search
To train policies for sequential data imputation, we will apply techniques developed for Guided Policy Search, an approach proposed in (Levine & Koltun, 2013a) and further
developed through a sequence of related papers (Levine &
Koltun, 2013b; 2014; Levine & Abbeel, 2014). In this class

E

x∼Dx m∼Dm

log pθ (xu |xk )

(7)

in which x ∈ X is a complete observation sampled from
Dx and m ∈ M is a mask sampled from Dm . We use
xk to indicate the known parts of x, and xu to indicate the
unknown parts of x that have to be imputed. u/k always indicate a subset of the superscripted variable, as determined
by the associated mask m. The mask m associated with
u/k should be clear in the contexts discussed in this paper.
Eq. 7 corresponds to maximizing the probability that pθ imputes correctly when observations and masks are sampled
from Dx and Dm .
3.1. Motivating sequential imputation
Given any conditional distribution p(x0 |x), one can construct a simple approach to sequential imputation using
Alg. 1. In Alg. 1, c provides the initial state for unknown
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Algorithm 1 SeqImpute( p(x0 |x), x, m, c )
1:
2:
3:
4:
5:
6:

x̂0 ← xk ∪ cu
for t = 1 to T do
Sample x̂t from p(x̂t |x̂t−1 ).
x̂t ← xk ∪ x̂ut
end for
return x̂T .

values in x̂, and xk ∪ x̂u indicates forming a complete observation in X by merging values in x and x̂ according to
the mask m.

interpret the policy pθ (τ |xk ) as a mechanism for generating trajectories according to distribution pθ (τ |xk ) =
QT
pθ (z0 |xk ) t=1 pθ (zt |z0 , ..., zt−1 , xk ). Using the preceding definitions, reward maximization in the imputation
MDP corresponds to the optimization:
maximize
pθ

Unfortunately, the VAE transition operator may produce
an imputation distribution p(xu |xk ) which differs significantly from the desired distribution Dx (xu |xk ). Consider a pair (p(x|z),
P p(z)) that models Dx perfectly,
i.e. ∀x Dx (x) = z p(x|z)p(z), but in which x and z are
independent. Though this p(x) perfectly P
reproduces Dx , its
imputation distribution is p(xu |xk ) =
x̂:x̂u =xu Dx (x̂).
I.e., the imputation distribution p(xu |xk ) is just the
marginal Dx (xu ), which may differ significantly from the
conditional Dx (xu |xk ). As an extreme example, consider
Dx and a fixed mask m such that Dx (xu |xk ) is given by
an isotropic Gaussian with mean xk and variance . If we
let Dx (xk ) be an isotropic Gaussian with variance σ, then
KL(Dx (xu ) || D(xu |xk )) → ∞ as σ → ∞.
Fortunately, the simple form of Alg. 1 suggests that we may
be able to train a model directly for the data imputation
task, rather than relying on imputation as a side-effect of
some other modelling objective.
3.2. The Imputation MDP
We define an MDP for sequential imputation with finite
horizon T and a state space (sequence) Z0 , ..., ZT . Note
that the state at each time step may come from a different space. Each trial in the MDP is parameterized by a
complete observation x ∼ Dx and a mask m ∼ Dm .
Given an output distribution pθ (xu |τ, xk ), the imputation MDP gives a reward r(τ, x, m) to trajectory τ =
{z0 , ..., zT }, where: r(τ, x, m) = log pθ (xu |τ, xk ). We

E

log pθ (xu |τ, xk )

(8)

Note that Eqn. 8 provides a valid lower-bound on the imputation objective in Eqn. 7. This can be seen by considering
an alternate objective:


maximize
E
log
E
[pθ (xu |τ, xk )]
pθ

For example, consider a variational auto-encoder (Kingma
& Welling, 2014; Rezende et al., 2014) with approximate
posterior q(z|x), generative distribution p(x|z), and latent prior p(z). The authors of (Rezende et al., 2014)
showed that executing
P Alg. 1 using the transition operator p(xt |xt−1 ) =
z p(xt |z)q(z|xt−1 ) defined by distributions p(x|z) and q(z|x) trained as a variational autoencoder produces a valid imputation distribution p(xu |xk )
under the assumption that KL(q(z|x)||p(z|x)) = 0. It was
thus suggested that performing imputation with a variational auto-encoder, via Alg. 1, is well-founded.

E

(x,m)∼Dx,m τ ∼pθ (τ |xk )

(x,m)∼Dx,m

τ ∼pθ (τ |xk )

(9)
which reproduces the objective in
Eqn.
7,
assuming
an
imP
u
k
k
putation model pθ (xu |xk ) =
τ pθ (x |τ, x )pθ (τ |x ).
Eqn. 8 can be derived as a lower-bound on Eqn. 9 by applying Jensen’s inequality.
Though we could optimize Eqn. 8 via direct policy search,
we instead choose to use guided policy search. Guided policy search seems more promising for two main reasons:
• It has already proven itself capable of successfully
learning policies with many parameters, for MDPs
with high-dimensional state and action spaces.
• If we measure similarity between the guide
policy qφ and the primary policy pθ using
KL(qφ (τ |xk , iq ) || pθ (τ |xk )), then guided policy
search for the imputation MDP equates to optimizing
a tighter bound on Eqn. 9 than provided by Eqn. 8.
The first point is supported by the results in (Levine &
Koltun, 2013a;b; 2014; Levine & Abbeel, 2014), etc. The
second point becomes clear when we write out the guided
policy search objective for the imputation MDP:

maximize
E
E
[log pθ (xu |τ, xk )]
pθ ,qφ

(x,m)∼Dx,m

τ ∼q(τ |xk ,xu )

(10)

k
u
k
+ KL(qφ (τ |x , x ) || pθ (τ |x ))
which has the same form as the variational free-energy in
Eqn. 3, and the guided policy search objective in Eqn. 6.

4. Modelling Sequential Imputation Policies
Assuming we will train policies for the imputation MDP
using the guided policy search objective in Eqn. 10, all that
remains is to define the models for the required distributions pθ (xu |τ, xk ), pθ (τ |xk ), and qφ (τ |xk , xu ). We introduce two approaches, each of which can be described in
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terms of three basic components: a primary policy, a guide
policy, and a shared dynamics model. For both approaches,
we consider two ways of constructing the shared dynamics. In Section 5, we present empirical results for the four
possible combinations of policies and dynamics.
4.1. A Direct Imputation Model
The first model we introduce for sequential imputation is
illustrated in Fig. 1(a).

with sophisticated structure (e.g. multi-modality, nontrivial higher-order moments, etc.).
2. It gives us an easy way of incorporating a guide
policy qφ (zt |st−1 , xu ) while training pθ (zt |st−1 ).
Specifically, we can use the shared dynamics model
pθ (st |st−1 , zt , xk ) to beneficially couple the behavior of pθ (zt |st−1 ) and qθ (zt |st−1 , xu ) during training.
E.g., see the simple loop for generating sample trajectories for use in guided policy search (i.e. Alg. 3).

The model relies on three conditional densities:
• pθ (zt |st−1 ) gives the primary policy.

• qφ (zt |st−1 , xu ) gives the guide policy.

• pθ (st |st−1 , zt , xk ) gives the shared dynamics model.
Intuitively, the primary and guide policies place distributions over “actions” represented by the latent variables zt ,
and those actions produce deterministic changes of state
according to the shared dynamics model. Given an action trajectory τ = {z0 , ..., zT } and its induced state trajectory s(τ ) = {s0 , ..., sT }, we define the output distribution as: pθ (xu |τ, xk ) = σ(suT ), where σ(·) applies the
standard sigmoid function. We compute log pθ (xu |τ, xk )
as − xent(σ(suT ), xu ), where xent(a, b) gives the binary
cross-entropy between distributions a and b. I.e., we assume the observations are in the range [0...1] and treat them
as collections of independent Bernoulli distributions.
The general algorithm for sampling action and state trajectories from the primary policy is given by Alg. 2. As
Algorithm 2 ImputeLoop( pθ , x, m, c )
1:
2:
3:
4:
5:
6:

s0 ← σ −1 (xk ) ∪ cu
for t = 1 to T do
Sample zt from pθ (zt |st−1 ).
Compute st using pθ (st |st−1 , zt , xk ).
end for
return τ = {z0 , ..., zT } and s(τ ) = {s0 , ..., sT }.

indicated in lines 3 and 4, our model represents stochastic
policies pθ (st |st−1 ) over state transitions by factoring them
into two parts, i.e. pθ (zt |st−1 ) and pθ (st |st−1 , zt , xk ),
which can be trained simultaneously. This factorization
grants us at least two incredibly useful properties:
1. It lets us represent uncertainty in the policy-induced
state transitions pθ (st |st−1 ) in a latent space Z
whose relationship to the state space S is controlled by the trainable functions pθ (zt |st−1 ) and
pθ (st |st−1 , zt , xk ). This allows us to transform simple low-dimensional uncertainty, e.g. diagonal Gaussian distributions, into high-dimensional uncertainty

Algorithm 3 GPSLoop( pθ , qφ , x, m, c )
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:

qp
pq
τ, s(τ ), kl1:T
, kl1:T
← [ ], [ ], [ ], [ ], [ ]
−1 k
s0 ← σ (x ) ∪ cu
for t = 1 to T do
Sample zt from qθ (zt |st−1 , xu ).
Compute st using pθ (st |st−1 , zt , xk ).
Compute kltqp = KL(qθ (zt |st−1 , xu )||pθ (zt |st−1 )).
Compute kltpq = KL(pθ (zt |st−1 )||qθ (zt |st−1 , xu )).
qp
pq
Extend τ, s(τ ), kl1:T
, kl1:T
with zt , st , kltqp , kltpq
end for
qp
pq
return τ , s(τ ), kl1:T
, and kl1:T
.

Given the GPS trajectory generation loop in Alg. 3, we can
train an imputation density pθ (xu |xk ) defined procedurally
by the distribution of the sT in s(τ ) generated according
to Alg. 2. Note that Alg. 3 merely samples the quantities
required by the guided policy search objective in Eqn. 10.
To actually update the model, one must also compute the
gradients of Eqn. 10 with respect to θ and φ.
For completeness, we write the primary policy’s imputation
distribution as follows:
pθ (xu |xk )

=

pθ (xu |τ, xk )

E

τ ∼pθ (τ |xk )

T
Y

pθ (τ |xk )

= pθ (z0 |xk )

pθ (zt |st−1 , xk )

= N (µt , σt2 )

t=1

(11)

pθ (zt |st−1 ) (12)
(13)

where [µt ; log σt2 ] indicate the means and log-variances of
a diagonal Gaussian distribution, which we compute as a
deterministic function of the state st−1 . As we don’t use
z0 , pθ (z0 |xk ) can be left undefined.
We use feedforward neural networks to represent
pθ (zt |st−1 ), qφ (zt |st−1 , xu ), and pθ (st |st−1 , zt , xk ). The
primary and guide policies both emit pairs of vectors representing the means and log-variances of diagonal Gaussian distributions over Z. To help the guide policy shepherd the primary policy towards correct imputations, we let
it also condition on the missing values xu and the imputation cost gradient: ∇st−1 xent(σ(st−1 ), x), which gives
the residual between the current imputed values and the
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(a) GPSI Model

(b) LSTM Model

Figure 1. Two models for sequential imputation. In (a) and (b), single-edged variables are deterministic functions of their parents and
double-edged variables are stochastic functions of their parents. Solid edges are present in both the primary policy pθ (τ |xk ) and the
guide policy qφ (τ |xk , xu ). Dashed edges are present only in the guide policy.

values in the complete observation. This is similar to the
approach used in (Gregor et al., 2015) for training the
DRAW model. The input to pθ (zt |st−1 ) is just σ(st−1 ),
and the input to qφ (zt |st−1 , xu ) is the concatenated vector
pair [σ(st−1 ); ∇st−1 xent(σ(st−1 ), x)].
We consider two deterministic forms for the shared dynamics model pθ (st |st−1 , zt , xk ). The first form computes
δt = fθ (zt ) and then sets st = (st−1 +δt )∪σ −1 (xk ), i.e. it
makes an additive update to the imputed missing values and
leaves the known values fixed. The second form computes
st using st = δt ∪ σ −1 (xk ), with δt defined as for the first
form, i.e. it completely replaces the imputed missing values at each step and leaves the known values fixed. We use
a feedforward neural network to represent fθ (zt ). We call
this model GPSI-add when using the first type of update,
and GPSI-jump when using the second type of update.
4.2. An LSTM-based Imputation Model
Algorithm 4 ImputeLoop2( pθ , fθ , gθ , x, m )
1: τ, x̃0:T ← [ ], [ ]
2: Sample z0 from pθ (z0 ).
pq p q
3: Initialize s0 , s0 , s0 , x̃0 ← fθ0 (z0 )
4: Extend τ, x̃0:T with z0 , x̃0
5: for t = 1 to T do
k
6:
Update spt ← LSTMpθ (spt−1 , gθ (spq
t−1 , x̃t−1 , x )).
p
7:
Sample zt from pθ (zt |st ).
pq pq
8:
Update spq
t ← LSTMθ (st−1 , zt ).
1 pq
9:
Update x̃t ← fθ (st , x̃t−1 ).
10:
Compute kltqp = KL(qφ (zt |sqt )||pθ (zt |spt )).
11:
Compute kltpq = KL(pθ (zt |spt )||qφ (zt |sqt )).
qp
pq
12:
Extend τ, x̃0:T , kl0:T
, kl0:T
with zt , x̃t , kltqp , kltpq
13: end for
14: return τ and x̃0:T .

Algorithm 5 GPSLoop2( pθ , qφ , fθ , gθ , gφ , x, m )
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

qp
pq
τ, x̃0:T , kl0:T
, kl0:T
← [ ], [ ], [ ], [ ]
Sample z0 from qφ (z0 |xk , xu ).
Compute kl0qp = KL(qφ (z0 |xk , xu )||pθ (z0 )).
Compute kl0pq = KL(pθ (z0 )||qφ (z0 |xk , xu )).
p q
0
Initialize spq
0 , s0 , s0 , x̃0 ← fθ (z0 )
pq
qp
Extend τ, x̃0:T , kl0:T , kl0:T with z0 , x̃0 , kl0qp , kl0pq
for t = 1 to T do
k
Update spt ← LSTMpθ (spt−1 , gθ (spq
t−1 , x̃t−1 ), x ).
q
q q
pq
k
Update st ← LSTMφ (st−1 , gφ (st−1 , x̃t−1 , x , xu )).
Sample zt from qφ (zt |sqt ).
pq pq
Update spq
t ← LSTMθ (st−1 , zt ).
1 pq
Update x̃t ← fθ (st , x̃t−1 ).
Compute kltqp = KL(qφ (zt |sqt )||pθ (zt |spt )).
Compute kltpq = KL(pθ (zt |spt )||qφ (zt |sqt )).
qp
pq
Extend τ, x̃0:T , kl0:T
, kl0:T
with zt , x̃t , kltqp , kltpq
end for
qp
pq
return τ , x̃0:T , kl0:T
, and kl0:T
.

For comparison with the direct imputation model described
in the previous subsection, we have also developed an
LSTM-based imputation model. The LSTM-based model
follows the general form of the direct model (i.e. it comprises a primary policy, a guide policy, and a shared dynamics model), and can also be seen as an extension of the
encoder/decoder architecture described in (Gregor et al.,
2015). The basic graphical structure of our LSTM-based
model is illustrated in Fig. 1. We provide pseudo-code for
the LSTM-based model’s imputation loop and GPS trajectory generation loop in Alg. 4 and Alg. 5.
In this model, the shared dynamics are provided by the
initializer fθ0 , the imputation update fθ1 , and the LSTM
pq
0
with state spq
t and update LSTMθ . fθ (z0 ) computes inipq
p
q
tial LSTM states s0 , s0 , and s0 , and the initial imputation
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state x̃0 . We represent fθ0 using a feedforward network with
one hidden layer of tanh units. fθ1 (spq
t , x̃t−1 ) updates the
imputation state, either by adding a linear function of the
visible part of spq
t to x̃t−1 , or by replacing x̃t−1 with a linear function of the hidden part of spq
t . We call this model
LSTM-add when using the first type of update, and call it
LSTM-jump when using the second type of update.

350
300
250

Imputation NLL vs. Available Information
TM-orc
TM-hon
VAE-imp
GPSI-jump
LSTM-add
LSTM-jump
GPSI-add

200
150
100

The primary policy is provided by the reader function
p
k
gθ (spq
t−1 , x̃t−1 , x ), the conditional pθ (zt |st ), and the
p
p
LSTM with state st and update LSTMθ . The reader function computes an input to the LSTM, and here we simu
k
ply return the vector pair [spq
t−1 ; x̃t−1 ∪ x ]. We estimate
the conditional over zt as a diagonal Gaussian distribution
whose means and log-variances are a linear function of the
visible part of spt . The guide policy follows precisely the
same form, with exception of its reader function gφ , which
has access to the target values xu . For the guide policy,
we add the imputation cost gradient w.r.t. the current imu
k
putations x̃u to the vector pair [spq
t−1 ; x̃t−1 ∪ x ] used in
the primary policy. The guide policy uses LSTM state sqt ,
update LSTMqφ , action conditional qφ (zt |sqt ), and intializer
conditional qφ (z0 |xk , xu ). We represent qφ (z0 |xk , xu ) using a feedforward network with a single hidden layer of
tanh units.
4.3. Variational Bounds on log pθ (xu |xk )
Using full trajectories generated by Algs. 3/5, we maximize
a variational lower-bound on the expected log-likelihood
E(x,m)∼Dx,m log pθ (xu |xk ), where pθ (xu |xk ) is defined as
in Eqn. 11. The variational bound is given by:
"
log pθ (x |x ) ≥ E
u

k

Alg. 3

log pθ (x |τ, x ) −
u

k

T
X

#
kltqp
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(b)
Figure 3. (a) compares the performance of our imputation models
relative to several baselines, using MNIST digits. The x-axis indicates the % of pixels which were dropped at random, and the
scores are normalized by the number of imputed pixels. Reducing the available information reduced imputation accuracy. (b)
provides a closer comparison of our new models.

• We represent uncertainty in the primary and guide
policies by making them select actions according to
diagonal Gaussian distributions over a latent space Z
which then get transformed into state transitions in X
by a shared dynamics model.

t=1

(14)
where the expectation is taken with respect to full trajectories generated by Alg. 3/5, which include the action trajectories τ , state/imputation trajectories s(τ )/x̃0:T , and KL
qp
qp
trajectories kl1:T
/kl0:T
. For the LSTM-based model, the
initial index of the KL sum is 0, rather than 1.
Based on the structure of our models, we can backpropagate over the full sample paths generated by Alg. 3/5 using
the techniques described in (Kingma & Welling, 2014) and
(Rezende et al., 2014) to get the gradients of Eq. 14 with
respect to θ and φ. Thus, we can train our models with
SGD – for which we use the ADAM optimizer described in
(Kingma & Ba, 2015).
4.4. Summarizing our Models
• We represent the primary policy, guide policy, and
shared dynamics model using neural networks whose
behavior is differentiable with respect to θ and φ.

• As a result of these modelling choices, we can directly
optimize a variational lower-bound on the general imputation objective in Eq. 7 by using stochastic backpropagation through time.

5. Experiments
We tested the performance of our sequential imputation models on three datasets: MNIST (28x28), SVHN
(cropped, 32x32) (Netzer et al., 2011), and TFD (48x48)
(Susskind et al., 2010). We converted all images to
grayscale and shift/scaled them to be in the range [0...1].
We measured the imputation log-likelihood using an “independent Bernoulli” interpretation of the missing values
xu and the imputations given by our models.
We tested imputation under two masking conditions: missing completely at random (MCAR) and missing at random
(MAR). In MCAR, we masked pixels uniformly at random
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Figure 2. These are (left→right) the output weights learned on TFD by the shared dynamics models of a GPSI-add policy and a GPSIjump policy, and the output layer weights for a variational auto-encoder. All of the models seem to operate in their own distinct way.

LSTM-add
LSTM-jump
GPSI-add
GPSI-jump
VAE-imp

MNIST
MAR-14 MAR-16
170
167
172
169
177
175
183
177
374
394

TFD
MCAR-80 MAR-25
1381
1377
–
–
1390
1380
1394
1384
1416
1399

SVHN
MCAR-80 MAR-17
525
568
–
–
531
569
540
572
567
624

Table 1: Imputation performance across several conditions. Details of the tests
are provided in the main text. VAE-imp indicates the “variational autoencoder
imputation” baseline. Due to time constraints, we did not test the LSTM-jump
model on TFD or SVHN. These scores are normalized to: (per-pixel negative
log-likelihood) × (image pixel count).

Figure 4. Result table.

from the source images, and indicate removal of d% of the
pixels by MCAR-d. In MAR, we masked square regions,
with the occlusions located uniformly at random within the
borders of the source image. We indicate occlusion of a
d × d square by MAR-d.
On MNIST, we tested MCAR-d for d
∈
{50, 60, 70, 80, 90}, where MCAR-100 corresponds
to unconditional generation. On TFD and SVHN we
only tested MCAR-80. On MNIST, we tested MAR-d
for d ∈ {14, 16}. On TFD we tested MAR-25 and on
SVHN we tested MAR-17. We tested four of our models,
i.e. GPSI/LSTM-add/jump, against three baselines. For
tests, we sampled masks from the distribution used in
training, and sampled complete observations from a
held-out test set. Fig. 4 presents quantitative results on the
MNIST MCAR task. The GPSI-* models performed 6
steps of imputation in each test, and the LSTM-* models
performed 16 steps. For illustration purposes, we downsampled imputation trajectories from the LSTM-based
models.
The baselines were “variational autoencoder imputation”,
honest template matching, and oracular template matching. VAE imputation ran multiple steps of VAE reconstruction on the partially-occluded input, with the known
values fixed to their true values and the missing values reestimated with each reconstruction step. We did this for
16 steps and let the model oracularly choose its best im-

putation. Honest template matching imputed the missing
values using values from the training image which most
closely matched the test image’s known values. Oracular
template matching was like honest template matching, but
with matching performed directly on the missing values.
Our models significantly outperformed the baselines. In
general, the LSTM-based models outperformed the GPSI
models. We evaluated the log-likelihood of imputations
produced by our models using the lower-bounds naturally
provided by the variational objective with respect to which
they were trained. Evaluating the template-based imputations is straightforward. For VAE imputation, we computed the expected log-likelihood of the imputations sampled from multiple runs of the 16-step imputation process.
This provides a valid lower-bound on their log-likelihood.
As illustrated in Figs. 5/6/7, the imputations produced by
our models appear quite promising. The imputations are
generally of high quality, and the models are capable of
capturing strongly multi-modal reconstruction distributions
(see Fig. 5(a)). The behavior of GPSI models changes intriguingly when we swap the underlying imputation constructor. Using the “jump” constructor, the policy learned
by the direct model is rather inscrutable.

6. Discussion
Our method neatly ties together recent work on deep generative models and reinforcement learning. The qualitative
results for our imputation policies appear promising. Relative to some simple baselines, our methods perform well
quantitatively too. As future work, incorporating attention
mechanisms tailored to specific tasks could lead to significant performance improvements, e.g. the mechanism introduced in (Gregor et al., 2015) could work very well for
inpainting and image reconstruction tasks.
We’ve left out many details about our models. Full details can be found in our code, which is available at
http://github.com/Philip-Bachman/Sequential-Generation.
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(a) GPSI: MAR-16

(b) LSTM: MAR-16

(c) GPSI: MCAR-90

(d) LSTM: MCAR-90

Figure 5. This figure illustrates roll-outs of the policies learned by our models for MNIST. (a) and (b) show imputations for values missing
due to 16x16 occlusions. (c) and (d) show imputations for values missing due dropping 90% of pixels. We show two independent rollouts for each learned policy and each set of initial conditions. The underlying digits were sampled from the validation set, and were
never seen during training.

(a)

(a)

(b)
Figure 6. This figure illustrates our policies on the SVHN MAR17 task. (a) shows roll-outs for GPSI-add (top) and GPSI-jump
(bottom). (b) shows roll-outs for LSTM-add.

(b)
Figure 7. This figure illustrates our policies on the TFD MAR25 task. (a) shows roll-outs for GPSI-add (top) and GPSI-jump
(bottom). (b) shows roll-outs for LSTM-add.
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