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Abstract
The key idea behind information-theoretic policy search is
to bound the ‘distance’ between the new and old trajectory
distribution, where the relative entropy is used as ‘distance
measure’. The relative entropy bound exhibits many beneficial properties, such as a smooth and fast learning process
and a closed-form solution for the resulting policy. In this
paper we will summarize our work on information theoretic
policy search for motor skill learning where we put particular focus on extending the original algorithm to learn several
options for a motor task, select an option for the current situation, adapt the option to the situation and sequence options to
solve an overall task. Finally, we illustrate the performance
of our algorithm with experiments on real robots.

Introduction
Policy search seeks a parameter vector ω of a parametrized
policy π that yields high expected long-term reward
Rω . Despite of recent successful applications of policy
search [19, 22, 13, 14] on real robots, most of these applications have been limited to learning a single movement in
isolation.
In order to overcome this limitation, a more powerful
framework is needed which can learn several options for
solving a task, select between these options, adapt the individual options based on the current situation, and, finally,
sequence options in order to solve an overall, more complex
task. In our recent work on information-theoretic motor skill
learning we developed an integrated framework which can
cope with all these requirements in a unified way.
Our algorithm is based on the Relative Entropy Policy
Search Algorithm (REPS) proposed by Peters et. al. [18].
The main insight used by REPS is that the relative entropy
between the trajectory distributions of two subsequent policies during policy search should be bounded. This bound
ensures a smooth and fast learning progress in policy search
[19, 4]. While such insight has already been used by the natural policy gradient (NPG) algorithms [19], NPG algorithms
only approximate this bound and require a user-specified
learning rate. In contrast, REPS does not require such an
approximation of the relative entropy nor a user specified
learning rate.
We employ an hierarchical approach where we learn an
upper level policy π(ω) which represents a search distribu-

tion over the parameters ω of the policy π(u|x, ω). After choosing the parameter vector ω at the beginning of an
episode with the upper-level policy, the lower-level policy
π(u|x; ω) determines the controls u during the episode,
where x denotes the state of the robot. We first consider
the contextual policy search scenario where policies are generalized to multiple contexts. The context s contains task
variables that are specified before task execution. For example, the context might contain the objectives of the robot,
such as a target location of the end-effector, or properties of
the environment such as a mass to lift. To generalize the
lower-level policy to multiple contexts si , we will use a conditional distribution π(ω|s) as upper level policy, resulting
in the contextual REPS algorithm. We further improved the
learning speed of the contextual REPS algorithm by endowing our algorithm with learned Gaussian Process [20, 8] forward models [15].
As the next step, we extend the REPS framework to learning several options for a motor task [4, 5]. Learning several
options is useful as for a different context, a different type of
movement need to be selected, e.g., choosing between forehand and backhand in a tennis play and also increases the
robustness of the learned policy. To achieve this goal, we
add an additional layer of hierarchy to the upper level policy, which is now composed of a gating policy π(o|s), which
selects the option based on the current context and the individual option policies π(ω|s, o) which select the parameter
vector to execute.
Many motor tasks, such as a tennis play or locomotion require a sequence of options to be executed in order to fulfill
the overall task. For example, in a tennis play an option represents a forehand or backhand swing and typically many
swings are needed to win a tennis game. Hence, we need
a framework which can learn to sequence options such that
the options maximize the long-term reward of the agent in
combination. We extend our framework of learning an hierarchical policy to the multi-step case, where the upper level
policy has to choose new policy parameters ω every time the
lower level policy is terminated.
We illustrate the properties of our learning framework on
three different tasks. In the robot-tetherball task the robot
has to learn two different solutions how to hit a ball around a
pole. In the robot-hockey target hitting task we want to shoot
a puck as accurately as possible such that we hit another

puck, the target puck. The target puck has to move for a
certain distance. Finally, we extend the robot hockey task to
several target zone which require a sequence of shoots.

Relative Entropy Policy Search for Learning
Upper-Level Policies
In this section we will first state the problem of learning an
upper-level policy for contextual policy search, which results in the contextual REPS algorithm. We will further
extend this algorithm with learned forward models to improve learning speed, add an additional layer of hierarchy to
choose between several options and finally extend the REPS
framework to learning to select multiple options sequentially
in an finite horizon formulation.

Contextual Policy Search
Contextual policy search [10, 17] aims to adapt the parameters ω of a lower-level policy to the current context s. The
context contains task variables that are specified before task
execution but are relevant for determining the lower-level
policy for the task. The aim of contextual policy learning is
to learn an upper-level policy π(ω|s) that chooses parameters ω according to the current context s that maximize the
expected reward
Z
J = Es,ω [Rsω ] =
µ(s)π(ω|s)Rsω dsdω.
s,ω

The distribution µ(s) specifies the distribution over the contexts and
Z
Rsω = Eτ [r(τ , s)|s, ω] =
p(τ |s, ω)r(τ , s),
(1)
τ

is the expected reward of the whole episode when using parameters ω for the lower-level policy π(u|x, ω). in context
s. In (1), τ denotes a trajectory, p(τ |s, ω) a trajectory distribution, and r(τ , s) a user-specified reward function.
Contextual REPS. The basic idea of Relative Entropy
Policy Search [18] is to bound the relative entropy between
the old and new trajectory distribution. In the case of contextual policy search, we will abstract the trajectory distribution
by a distribution p(s, ω) = π(ω|s)p(s) over the context s
and parameter ω.
Hence, contextual REPS [15] is defined as optimization
problem in the space of the distribution p(s, ω). Here, we
want to maximize the expected reward
X
J=
p(s, ω)Rsω ,
(2)
s,ω

with respect to p while bounding the relative entropy to the
previously observed distribution q(s, ω), i.e.,
X
p(s, ω)
≥
p(s, ω) log
.
(3)
s,ω
q(s, ω)
P
As the context distribution p(s) = ω p(s, ω) is specified
by the learning problem and given by µ(s), we also need to
add the constraints
∀s : p(s) = µ(s)

to the REPS optimization problem. However, to fulfill these
constraints also for continuous context vectors s, we match
feature averages instead of single probability values, i.e.,
X
p(s)φ(s) = φ̂,
(4)
s

where φ(s) is a feature vector describing the context and
φ̂ is the mean observed feature vector. Furthermore, we require
P that the estimated p(s, ω) defines a distribution, i.e.,
s,ω p(s, ω) = 1.
The resulting optimization problem yields the closedform solution
(s) 
p(s, ω) ∝ q(s, ω) exp Rsω −V
(5)
η
where V (s) = θ T φ(s) is a value function [18]. The parameters η and θ are Lagrangian multipliers used for the constraints (3) and (4), respectively. These parameters are found
by optimizing the dual function g(η, θ) [4]. The function
V (s) emerges from the feature constraint in (4) and serves
as context dependent baseline for the reward signal.
Estimating the Upper-Level Policy. The optimization defined by the REPS algorithm is only performed on a discrete
[i]
set of samples D = {s[i] , ω [i] , Rsω }, i = 1, . . . , N . The re[i]
[i]
sulting probabilities p(s , ω ) of these samples are used
to weight the samples. The upper-level policy π(ω|s) is
subsequently obtained by performing a weighted maximumlikelihood estimate. We use a linear-Gaussian model to represent the upper-level policy π(ω|s), i.e.,
π(ω|s) = N (ω|a + As, Σ).

(6)

In this example, the parameters θ of the upper-level policy
are given as {a, A, Σ}.

Improving Data-Efficiency with Learned Forward
Models
Model-free policy search algorithms may often require an
excessive amount of roll-outs even for simple tasks. Modelbased approaches learn a forward model of the robot and its
environment [7, 2, 21, 1] and use the model to predict the
long term reward and typically outperform model-free policy search algorithms considerably if a good model can be
learned. We incorporated the idea of using learned models into the contextual REPS algorithm [15] by using the
learned models as simulator to create artificial data points.
As model-based approaches are sensitive to model errors
[1], we use Gaussian Process models to represent the uncertainty of the learned model itself, and, hence, reduce the
effect of model errors [7].
With data from the real robot, we learn the forward models of the robot and its environment. Moreover, we estimate
a distribution µ̂(s) over the contexts, such that we can easily generate new context samples s[j] . Subsequently, we
sample a parameter vector ω [j] and use the learned prob[l]
abilistic forward models to sample L trajectories τ j for
the given context-parameter pair. Finally, we obtain ad[j]
[j]
ditional artificial samples (s[j] , ω [j] , Rsω ), where Rsω =
P
[l] [j]
l r(τ j , s )/L, that are used for updating the policy.

Learning Versatile Motor Skills with Hierarchical
REPS
In order to select between several options o, we extend the
upper-level policy with an additional layer of hierarchy. The
hierarchical upper-level policy is now given by
X
π(ω|s) =
π(o|s)π(ω|s, o),
(7)
o

where we will denote π(o|s) as gating and π(ω|s, o) as option policy. Such hierarchy has two main advantages. First,
the gating policy allows for choosing different options in different contexts which again enables us to use rather simple
option policies, such as a linear Gaussian models. Second,
the gating policy can be used to learn multiple solutions for
the same context, increasing the versatility of the learned
motor skill.
We reformulate the problem of estimating the hierarchical policy given in (7) as latent variable estimation problem, i.e., we treat the options o as unobserved
variables. As in the standard REPS formulation, we
bound the Kullback-Leibler
divergence between q(s, ω) and
P
p(s, ω) = o π(ω|s, o)π(o|s)µπ (s). However, using the
marginal p(s, ω) in the bound would no longer allow for a
closed form solution of p(s, ω, o). Thus, we need to use
an iterative update rule, which is strongly inspired by the
Expectation-Maximization algorithm [16]. This update results from the bound
XX
p(s, ω, o)
p(s, ω, o) log
≤ ,
(8)
q(s, ω)p̃(o|s, ω)
s,ω o
where p̃ is a proposal distribution, often called responsibility
in EM-based algorithms. In the E-step of our algorithm, the
responsibilities are determined by
p(s, ω, o)
p̃(o|s, ω) = P
.
o p(s, ω, o)

(9)

In the M-step, the responsibilities p̃(o|s, ω) are kept fixed
and we directly optimize for p(s, ω, o). Both iterations, the
E- and the M-step, can be proven to increase a lower bound
of the original optimization problem [4]. Thus, REPS with
latent variables converges to a local optimum of the original
contextual REPS optimization problem.
As we are interested in versatile solutions, we also want to
avoid that several options concentrate on the same solution.
Hence, we want to limit the ‘overlap’ between options in the
state-action space. In order to do so, we additionally bound
the expected entropy of the responsibilities π(o|s, ω), i.e.,
X
X
−
p(s, ω)
π(o|s, ω) log π(o|s, ω) ≤ κ.
(10)
s,ω

o

Low entropies of π(o|s, ω) ensures that our options do not
overlap and, thus, represent individual and clearly separated
solutions. We can again replace π(o|s, ω) with the responsibilities p̃(o|s, ω) in the term log π(o|s, ω).
By combining the constraints given in Equations (8) and
(10) with the original optimization problem of contextual
REPS, we result in a hierarchical version of REPS, denoted

as HiREPS [4]. We can again determine a closed form solution for p(s, ω, o) which is given by


Rsω − V (s)
1+ξ/η
p(s, ω, o) ∝ q(s, ω)p̃(o|s, ω)
exp
.
η
(11)
The parameter ξ is the Lagrange multiplier for the entropy
bound of the responsibilities given in Equation (10). Note
that the hierarchical approach reduces to contextual REPS if
we only use one option.

Policy Learning for Sequential Motor Tasks
In many learning tasks we need to execute multiple options in sequence. To do so, we reformulated the HiREPS
framework to be applicable to learning a sequence of options [6]. We formulate the problem of sequencing options
as a Markov Decision Process (MDP). Each option oi is executed for di seconds. This duration can also be parametrized
by ω and, hence, can be adapted by the agent, however, so
far, we always use a pre-specified duration of the options.
The execution of an option in context s results in a transiω
0
tion to context s0 with probability Pss
0 = p(s |s, ω) and an
expected reward of Rsω = r(s, ω) of the option. We concentrate on the finite-horizon case, i.e., each episode consists of K steps where each step is defined as the execution of an individual
option. In this case, the optimal policy
P
πk (ω|sk ) =
o πk (s|o)πk (ω|o, s) and its state distribution µπk (s) depends on the decision time step k. Our task is
to learn a policy π(ω|s) which maximizes the expected total
reward


XK
J = E rK (sK+1 ) +
rk (sk , ω k ) ,
(12)
k=1

where the expectation is performed over the states s1:K+1
and the selected parameters ω k ∼ πk (ω|sk ). The term
rK (sK+1 ) denotes the final reward for ending up in the state
sK+1 after executing the option.
Time-Indexed HiREPS. In order to optimize a sequence
of options instead of the execution of a single option, we
have to find a policy which maximizes the average reward
J=

X

µπK+1 (s)rK (s) +

s

K X
X

k
µπk (s)πk (ω|s)Rsω
,

k=1 s,ω

(13)
k
where Rsω
= rk (s, ω).
We also bound the distance between pk (s, ω) and the observed distribution of the old policy qk (s, ω), as well as the
entropy of the responsibilities p̃k (o|s, ω). Thus, the main
principle remains unchanged from the episodic case. However, these bounds are now applied to each decision step k.
The most important difference to the episodic case considered previously lies in the application of the state transition
constraints for the state distribution µπk (s). In our finite horizon MDP, the state-distributions µπk (s) have to be consistent
ω
with the policy πk (ω|s) and the transition model Pss
0 , i.e.,
X
ω
∀s0 , k : µπk (s0 ) =
µπk−1 (s)πk−1 (ω|s)Pss
(14)
0,
s,ω

for each step of the episode. These constraints connect the
policies for the individual time-steps and result in a policy
πk (ω|s) that optimizes the long-term reward instead of the
immediate ones. As in the episodic case, these constraints
are again implemented by matching feature averages. This
ω
formulation requires the use of a model Pss
0 which needs
to be learned from data. However, for simplicity, we will
approximate this model by the single-sample outcome s0 of
executing the parameters ω in state s. This approximation is
valid as long as the stochasticity in our system is low. Learnω
ing the model Pss
0 is part of future work.
The closed form solution of the joint distribution
pk (s, ω, o) yields
 k 
Asω
1+ξk /ηk
pk (s, ω, o) ∝ qt (s, ω)p̃k (o|s, ω)
exp
,
ηk
(15)
where Aksω is given by the term
k
Aksω = Rsω
+ Ep(s0 |s,ω) [Vk+1 (s0 )] − Vk (s).

Due to our time-indexed formulation, we now obtain one
value function Vk (s) = φ(s)T θ k per time step. In addition,
the scaling factor ηk and the ξk factor are time dependent.
k
is transformed into an
We can see that the reward Rsω
advantage function Aks,ω where the advantage function now
also depends on the expected value of the next state. The
advantage function emerged naturally from the formulation
of the constraint in Eq. (14).
For the state features, we will use radial basis function
(RBF) features located at the sample points for all our experiments. We use a Gaussian gating for the gating policy
πk (o|s) and a Gaussian linear model for the parameter selection policy πk (ω|s, o).

Results
As the lower-level policy needs to scale to anthropomorphic
robotics, we implement them using the Dynamic Movement
Primitive [9] approach, which we will now briefly review.

Dynamic Movement Primitives
To parametrize the lower-level policy we use an extension [11] to Dynamic Movement Primitives (DMPs). A
DMP is a spring-damper system that is modulated by a forcing function f (z; v) = Φ(z)T v. The variable z is the phase
of the movement. The parameters v specify the shape of the
movement and can be learned by imitation. The final position and velocity of the DMP can be adapted by changing
additional hyper-parameters y f and ẏ f of the DMP. The execution speed of the movement is determined by the time
constant τ . For a more detailed description of the DMP
framework we refer to [11].

Learning Versatile Solutions for Robot Tetherball
In robot tetherball, the robot has to shoot a ball that is fixed
with a string on the ceiling such that it winds around a pole.
We mounted a table-tennis paddle to the end-effector of the
robot arm. The robot obtains a reward proportional to the
speed of the ball winding around the pole. There are two

different solutions, to wind the ball around the left or to the
right side of the pole. Two successful hitting movements of
the real robot are shown in Figure 1.
We decompose our movement into a swing-in motion and
a hitting motion. For both motions we extract the shape parameters v of the DMPs by kinesthetic teach-in [3]. As we
used the non-sequential algorithm for this experiment, we
represented the two motions by a single set of parameters
and jointly learn the parameters for the two DMPs. For both
movements, we learn the final positions y f and velocities
ẏ f of all seven joints. Additionally, we learn the waiting
time between both movements. This task setup results in
a 29-dimensional parameter space for our robot Tetherball
task.
The reward is determined by the speed of the ball when
the ball winds around the pole. We define winding around
the pole as the ball passing the pole on the opposite side
from the initial position.
We initialize our algorithm with 15 options and sample
15 trajectories per iteration. The learning curve is shown in
Figure 3(a). The noisy reward signal is mostly due to the
vision system (Microsoft Kinect) and partly also due to real
world effects such as friction. Two resulting movements of
the robot are shown in Figure 1.

Robot Hockey Target Shooting
In this task we used GPREPS to learn how to shoot hockey
pucks. The objective was to make a target puck move a
specified distance. Since the target puck was out of reach,
it could only be moved indirectly by shooting a second
hockey puck at the target puck. The initial location [bx , by ]T
of the target puck was varied in both dimensions as well
as the distance d∗ the target puck had to be shoot, i.e.,
s = [bx , by , d∗ ]T . The simulated robot task is depicted in
Fig. 2.
The agent had to adapt the final positions y f , velocities
ẏ f and the time scaling parameter τ of the DMPs, resulting
in a 15-dimensional lower-level policy parameter ω. The reward function was given as the negative minimum squared
distance of the robot’s puck to the target puck during a play.
In addition, we penalized the squared difference between the
desired travel distance and the distance the target puck actually moved.
GPREPS first learned a forward model to predict the initial position and velocity of the first puck after contact with
the racket and a travel distance of 20 cm. Subsequently,
GPREPS learned the free dynamics model of both pucks and
the contact model of the pucks. For the contact model, we
assumed a known radius of the pucks to detect contact of
the pucks. Based on the position and velocities of the pucks
before contact, the velocities of both pucks were predicted
after contact with the learned model.
We compared GPREPS to directly predicting the reward
Rsω , model-free REPS and CrKR [12], a state-of-the-art
model-free contextual policy search method. The resulting
learning curves are shown in Fig. 3(b). GPREPS learned
the task already after 120 interactions with the environment while the model-free version of REPS needed approximately 10000 interactions. Moreover, the policies learned

Figure 1: Time series of a successful swing of the robot. The robot first has to swing the ball to the pole and can, subsequently,
when the ball has swung backwards, arc the ball around the pole. The movement is shown for a shoot to the left and to the right
of the pole.

by model-free REPS were of lower quality. Directly predicting the rewards from parameters ω using a single GP model
resulted in faster convergence but the resulting policies still
showed a poor performance (GP direct). The results show
that CrKR could not compete with model-free REPS.
The learned movement is shown in Fig. 2 for a specific
context. After 100 evaluations, GPREPS placed the target
puck accurately at the desired distance with a displacement
error ≤ 5 cm.
Finally, we evaluated the performance of GPREPS on the
hockey task using a real KUKA lightweight arm, which is
shown in Figure 3(c). A Kinect sensor was used to track
the position of the two pucks at a frame rate of 30Hz. The
desired distance d∗ to move the target puck ranged between
0 m and 0.6 m.

Sequential Robot Hockey
We used the sequential robot hockey task to evaluate our
sequential motor skill learning framework. In the sequential
robot hockey task, the robot has to move the target puck into
one of three target areas. The target areas are defined by a

[bx,by]
d*

Figure 2: Robot hockey target shooting task. The robot shot a
puck at the target puck to make the target puck move for a specified
distance. Both, the initial location of the target puck [bx , by ]T and
the desired distance d∗ to move the puck were varied. The context
was s = [bx , by , d∗ ].

specified distance to the robot. The first zone is defined as
distance from 1.4 to 1.8m, the second zone from 1.8 to 2.2m
and the last zone from 2.2 to 2.6m. The robot gets rewards
of 1, 2, and 3 for reaching zone 1, 2 or 3, respectively, with
the target puck. The reward is only given after each episode
which consists of three shots of the robot’s puck. After each
shot, the control puck is returned to the robot. The target
puck, however, is only reset after each episode, i.e., every
third shot. The setup of the robot hockey task is shown in
Figure 4(a).
The 2-dimensional position of the target puck defines the
context of the task. After performing one shot, the agent
observes the new position of the target puck to plan the subsequent shot. In order to give the agent an incentive to shoot
at the target puck, we punished the agent with the negative
minimum distance of the control puck to the target puck after each shot. While this reward was given after every step,
the zone reward was only given at the end of the episode
(every third step) as rK+1 (sK+1 ).
We choose the same DMP representation as for the previous experiment but excluded the time scaling factor τ from

Real Robot Learning Curve
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Figure 3: (a) Average rewards for learning tetherball on the real robot. Mean and standard deviation of three cross validations.
In all of the three trials, after 50 iterations the robot has found solutions to wind the ball around the pole on either side. (b)
Learning curves on the robot hockey task in simulation. GPREPS was able to learn the task within 120 interactions with the
environment, while the model-free version of REPS was not able to find high-quality solutions. (c) GPREPS learning curve on
the real robot arm.
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Figure 4: (a) The sequential robot hockey task. The robot has two pucks, the pink control puck and the yellow target puck. The task is to
shoot the yellow target puck into one of the colored reward zones. Since the best reward zone is too far away from the robot to be reached
with only one shot, each episode consists of three strikes. After each strike the control puck is returned to the robot, but the target puck is only
reset after one episode is concluded. (b) Comparison of sequential motor primitive learning to the episodic learning setup on the simulated
robot hockey task. The sequential motor primitive learning framework was able to find a good strategy to place the puck in the third reward
zone in most of the cases while the episodic learning scenario failed to learn such a strategy. (c) One trial of of the real robot hockey tasks.
The robot starts with a negative initial reward and learns to achieve an average reward of 2.5 after 300 episodes.

the parameter vector of a single option. We also compared
to the episodic policy learning setup with REPS, where we
used one option to decode all three shots, resulting in a
42 dimensional parameter vector. In contrast, the time indexed HiREPS had to optimize three policies with one 14dimensional parameter space each.
We compared our sequential motor primitive learning
method with its episodic variant on a realistic simulation.
The comparison of both methods can be seen in Figure 4(b).
The episodic learning setup failed to learn a proper policy
while our sequential motor primitive learning framework
could steadily increase the average reward. Our method
reached an average reward of 2.3 after learning for 1500
episodes. Note that an optimal strategy would have reached
a reward value of 3, however, this is still a clear improvement in comparison to the episodic setup, which reached a
final reward value of 1.4.
On the real robot, we could reproduce the simulation results. The robot learned a strategy which could move the target puck to the highest reward zone in most of the cases after
300 episodes. The learning curve is shown in Figure 4(c).
During learning the robot steadily adapted his strategy when
it mastered the necessary motor skills to achieve higher rewards by placing the target puck in the highest reward zones.

Conclusion
We identified three main challenges for motor skill learning
— learning to adapt options to the current context, learning
to select an option based on the current context and learning
to sequence options.
We presented a unified approach which tackles these challenges in an integrated way. The information theoretic
formulation of REPS not only ensures a smooth learning
progress, it also allows for mathematically sound extensions
of REPS which can be incorporated as constraints to the optimization problem. Our future work will concentrate on
learning more complex hierarchies and incorporating new
types of learned forward models in our algorithm.

References
[1] C. G. Atkeson and J. C. Santamarı́a. A Comparison of
Direct and Model-Based Reinforcement Learning. In
International Conference on Robotics and Automation
(ICRA), 1997.
[2] J. A. Bagnell and J. G. Schneider. Autonomous Helicopter Control using Reinforcement Learning Policy Search Methods.
In Proceedings of the International Conference for Robotics and Automation
(ICRA), pages 1615–1620, 2001.
[3] H. Ben Amor, E. Berger, D. Vogt, and B. Jung. Kinesthetic bootstrapping: Teaching motor skills to humanoid robots through physical interaction. KI 2009:
Advances in Artificial Intelligence, pages 492–499,
2009.
[4] C. Daniel, G. Neumann, and J. Peters. Hierarchical
Relative Entropy Policy Search. In International Conference on Artificial Intelligence and Statistics (AISTATS), 2012.
[5] C. Daniel, G. Neumann, and J. Peters. Learning
Concurrent Motor Skills in Versatile Solution Spaces.
In IEEE/RSJ International Conference on Intelligent
Robots and Systems, 2012.
[6] C. Daniel, G. Neumann, and J. Peters. Learning sequential motor tasks. submitted, 2012.
[7] M. P. Deisenroth, C. E. Rasmussen, and D. Fox. Learning to Control a Low-Cost Manipulator using DataEfficient Reinforcement Learning. In Proceedings of
R:SS, 2011.
[8] Marc Peter Deisenroth and Carl Edward Rasmussen.
PILCO: A Model-Based and Data-Efficient Approach
to Policy Search. In 28th International Conference on
Machine Learning (ICML), pages 465–472, 2011.
[9] Auke Jan Ijspeert and Stefan Schaal. Learning Attractor Landscapes for Learning Motor Primitives. In Advances in Neural Information Processing Systems 15,
(NIPS). MIT Press, Cambridge, MA, 2003.
[10] J. Kober and J. Peters. Policy Search for Motor Primitives in Robotics. Machine Learning, pages 1–33,
2010.
[11] Jens Kober, Katharina Mülling, Oliver Kroemer,
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