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Abstract

This paper introduces a general principle for automated skill acquisition based on the
interaction of a reinforcement learning agent with its environment. We use ideas from
dynamical systems to find metastable regions in the state space and associate them with
abstract states. Skills are defined in terms of transitions between such abstract states.
These skills or subtasks are defined independent of any current task and we show how
they can be efficiently reused across a variety of tasks defined over some common state
space. We demonstrate empirically that our method finds effective skills across a variety
of domains.
Keywords: Reinforcement learning, Markov decision process, Automated state abstrac-
tion, Metastability, Dynamical systems

1. Introduction

1

Markov decision processes (MDPs) are widely used in the reinforcement learning (RL)
community to model controlled dynamical systems as well as sequential decision problems
(Barto et al., 1995). Algorithms that identify decision policies on MDPs scale poorly with
the size of the task. The structure present in a task often provides ways to simplify and
speed up such algorithms. One approach to using the task structure involves identifying
a hierarchical description in terms of abstract states and extended actions between ab-
stract states Barto and Mahadevan (2003). The decision policy over the entire state space
can then be decomposed over abstract states, simplifying the solution to the current task
and allowing for reuse of partial solutions in other related tasks. While there have been
several frameworks proposed for hierarchical RL (HRL) in this work we will focus on the
options framework, though our results generalize to other frameworks as well. Options are
essentially policy fragments that can be used as abstract actions with duration in an MDP.

One of the crucial questions in HRL is where do the abstract actions come from. There
has been much research on automated temporal abstraction. One approach is to identify
bottlenecks (McGovern, 2002; Şimşek et al., 2005), and cache away policies for reaching
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such bottle neck states as options. Another approach is to identify strongly connected
components of the MDP using clustering methods, spectral or otherwise, and to identify
access-states that connect such components (Menache et al., 2002; Meuleau et al., 1998).
Yet another approach is to identify the structure present in a factored state representation
(Hengst, 2002; Jonsson and Barto, 2006), and find options that cause what are normally
infrequent changes in the state variables.

While these methods have had varying amounts of success they have certain crucial de-
ficiencies. Bottleneck based methods do not have a natural way of identifying in which part
of the state space are the options applicable without some form of external knowledge about
the problem domain. Spectral methods need some form of regularization in order to make
them well conditioned, and this can lead to arbitrary splitting of the state space (For e.g.,
see Figures 6, 3). State representation based option discovery methods are applicable only
when special structure is present in the problem domain and this limits their applicability.

In this work we propose an approach based on ideas from conformal dynamics. Dy-
namical systems may possess certain region of states between which the system switches
only once a while. The reason is the existence of dynamical bottlenecks which confine the
system for very long periods of time in some regions in the phase space, usually referred
to as metastable states. Metastability is characterized by the slow changing dynamics of
the system. It is generally associated with the local minima on the free energy surface of a
dynamical system. Our approach consists of detecting well-connected or metastable regions
of the state-space using PCCA+, a spectral clustering algorithm. We then learn options to
take us from one metastable region to another. PCCA+ gives us several advantages:

1. The clustering algorithm produces a characteristic function that describes which states
belong to a given metastable region. This allows us to naturally define the applicable
states for an option.

2. The clustering is performed by minimizing deviations from a simplex structure and
hence does not require an arbitrary regularization term. This allows us to discover
metastable regions of widely varying sizes as will be illustrated empirically.

3. The PCCA+ algorithm also returns connectivity information between the metastable
regions. This allows us to construct an abstract graph of the state space, where each
node is a metastable region thus combining both spatial and temporal abstraction
meaningfully. This graph serves as the base for deriving good policies very rapidly
when faced with a new task. While it is possible to create such graphs with any
set of options, typically some ad-hoc processing has to be done based on domain
knowledge (Lane and Kaelbling, 2002). Still, the structure of the graphs so derived
would depend on the set of options used, and may not reflect the underlying spatial
structure completely.

4. Since the PCCA+ algorithm looks for well-connected regions and not bottle neck-
states, it discovers options that are better aligned to the structure of the state space.
For example, in the rooms world in Figure 2 our approach will learn a single option
to exit from the inner room to the outer room.
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In the subsequent sections, we specify a complete algorithm for detecting metastable
regions and for efficiently learning options for different sub-tasks by reusing experience
gathered while estimating the model parameters. It should be noted that our approach
for option discovery can be dependent on the underlying reward structure or just on the
transition structure of the MDP. We also present a framework for rapidly learning good
options while presented with a new task in the same domain. We demonstrate the utility
of using PCCA+ in discovering metastable regions, as well as empirically validating our
approach on several standard RL domains.

2. Background: A Reinforcement Learning problem and its related
random-walk operator

Markov Decision Processes (MDPs) are widely used to model controlled dynamical systems
(Barto et al., 1995). Consider a discrete MDP M = (S,A, P,R) with a finite set of discrete
states S, a finite set of actions A, a transition model P (s, a, s′) specifying the distribution
over future states s′ when an action a is performed in state s, and a corresponding reward
model R(s, a, s′), specifying a scalar cost or reward. The set of actions possible at a state
s is given by A(s). The state-space can be modeled as a weighted graph G = (V , W ). The
states S correspond to the vertices V of the graph. The edges of the graph are given by E
= {(i, j) : W ij > 0}. Two states s and s′ are considered adjacent if there exists an action
with non-zero probability of transition from s to s′. This adjacency matrix A provides a
binary weight (W = A) that respects the topology of the state space (Mahadevan, 2005).
The weight matrix on the graph and the adjacency matrix A will be used interchangeably
from here onwards. A random-walk operator can be defined on the state space of an MDP
as T = D−1A where A is the adjacency matrix and D is a valency matrix, i.e., a diagonal
matrix with entries corresponding to the degree of each vertex (i.e., the row sums of A).
This random-walk operator models an uncontrolled dynamical system extracted from the
MDP.

3. Spatial abstraction

We identify a class of algorithms that find metastable regions in a dynamical system, and
show how we can use it to analyze Markov Decision Processes. We also provide experi-
mental results on some sample domains to show its versatility. Although PCCA+ yields
metastable regions, still the question of efficiently finding the appropriate options to connect
the abstract state remains which is discussed in the next section 4.

3.1. Numerical analysis of metastable states

The relation of spectral characteristics to the transition matrix (Bovier et al., 2000; Hartfiel
and Meyer, 1998) of a dynamical system has simplified the numerical analysis of metastable
states. In particular, the low eigenvectors of a transition matrix identify the metastable re-
gions in the state space and the corresponding eigenvalues are related to the exit times from
cycles. The problem of finding metastable states, is now transformed to finding suitable
clusters in the state space which can characterize the membership of each state to suitable
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metastable states.

Figure 1: Simplex First order and Higher order Perturbation

For a complete stable system the transition matrix T̃ has a block structure, where each
block is a stochastic matrix which corresponds to the transition dynamics in the stable
macro states. As it turns out, the eigenvectors for the transition matrix ˜Ynk;where n is
the number of states and k is number of eigenvectors, corresponding to the eigenvalue = 1
can be interpreted as an indicator of membership for each state to suitable metastable
states. Weber et al. (2004) shows that these eigenvectors can be mapped to the vertices
of a simplex IRk−1. Transitions in dynamical systems which exhibit metastability can be
approximated as perturbations on stable states. T = T̃ + εT (1) + ε2T (2) + . . . With the ε
perturbation analysis of this equation the perturbation on the eigenvectors can be written as
Y = Ỹ +εY (1) +ε2Y (2) +O(ε3); (where first order perturbation term Y (1) = Y B, B ∈ IRk×k

is a linear mapping )(Deuflhard and Weber) which maps the higher order perturbation
functions . They show that the perturbation of the simplex structure can at most be of the
order O(ε2) see Figure 1. This simplex structure plays an important role in the PCCA+
algorithm. Using a soft technique for clustering PCCA+ finds a continuous indicator for
membership χ̃i : S 7→ [0, 1]. Therefore, a state may correspond to different clusters with
a different grade of membership. To partition the state space we assign each state to a
cluster numbered C(s) = arg maxn

k=1 χ̃k(s). Therefore, clustering can be seen as a simple
linear mapping from the rows of Y to the rows of a membership matrix χ̃. The discrete
membership functions, represented as a matrix χ will also be used in Section 4.1 to identify
temporally extended actions. To estimate the number of clusters n a minChi measure or a
spectral gap measure (Weber et al., 2004) on deviation from the simplex structure is used.
Deuflhard and Weber also shows the bounded convergence to the strict clustering as ε 7→ 0.
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3.2. Comparison with other Clustering Techniques

We are in particular concerned with dynamical systems where there are no a priori assump-
tions on the size and the relative placements of the metastable states. So it becomes essential
for the clustering algorithm to work in a generalized setting as far as possible. However, the
use of most of the spectral clustering algorithms is only justifiable case-by-case and empiri-
cal (Kannan et al. (2000); Ng et al. (2001)). We tested these spectral clustering algorithms
on different classes of problems on which we conducted these experiments. PCCA+ was
found to give better results. See Figures 6, 3

Normalized Cut Algorithms by (Shi and Malik, 2000; Ng et al., 2001) and PCCA+
((Weber, 2006)) have deep similarities but the main difference behind the usage of PCCA+
is the change of point of view for identification of metastable states from crisp clustering to
a relaxed almost invariant sets. Both the methods are similar till the identification of the
eigenvector matrix X as points in n dimensional subspace but after this the (Shi and Malik,
2000; Ng et al., 2001) algorithm uses any standard clustering algorithm and PCCA+ uses a
mapping to the simplex structure. Since the bottlenecks occur rather rarely it is shown that
in general for such cases soft methods outperform crisp clustering (Weber, 2006). Although
the other spectral algorithms were found to produce good clusters in Figure 2(d), but they
gave poor results, see Figure 3(d). This is because other spectral clustering algorithms
requires a regularization factor for better conditioning on topologically complex spaces,
while PCCA+ has an intrinsic regularization mechanism by which it is able to cluster
complex spaces neatly.

(a) Domain (b) PCCA+

(c) Kannan (d) NCut

Figure 2: Comparision of clustering algorithm on a room-inside-room domain
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(a) Domain (b) PCCA+

(c) Kannan (d) NCut

Figure 3: Comparison of clustering algorithm on the maze domain

4. Temporal abstraction

Temporally extended actions are a useful mechanism to reuse experience and provide a high
level description of control. We explore the use of such actions across a collection of tasks
defined over a common domain. We use the Options framework (Sutton et al., 1999) to
model such actions.

In this section we use a partition of the state space into abstract states to define high-
level actions in terms of transitions between these abstract states. We also show how to
identify relevant skills needed to solve a given task.

4.1. Subtask options

The membership functions χi can be combined into a matrix where the rows correspond
to the states, and the columns to abstract states. Given a transition operator T and a
state space partition induced by χ, we can compute connectivity over the abstract states as
Tmacro = χtTχ. Two abstract states i and j are connected if Tmacro(i, j) 6= 0. A high-level
action can be possible only among two connected abstract states. For every valid transition
between a pair of abstract states S1, S2 ⊆ S, we associate a pseudo reward function defined
as (Dietterich (2000)) OS1→S2 = (I, π, β,R). Let the boundary of the option be defined
by δOS1→S2 = {s2|T (s1, s2) 6= 0} where T is the transition operator defined earlier and
s1 ∈ S1, s2 ∈ S2. β is 1 along the boundary of the option and is zero elsewhere. π is the
policy to be followed while executing the option.

An intrinsic reward R for a subtask option OS1→S2 is designed to learn that subtask
either by a reward on termination and a discounted return formulation for cumulative
reward, or by any other suitable means. The policy for this subtask is learned by reusing
experience obtained while solving other tasks ((Singh et al., 2005)). see Figure 4
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(a) Subtasks for 1st Task (b) Subtasks for 2nd Task

Figure 4: Two episodes with different starting states. Skill in this context is defined as
transition between rooms. Skills shown by down arrow are not learned again, instead they
are reused from the first task

4.2. Relevant subtasks and approximately optimal policies

The definition of subtask-options restricts these high level actions to subsets of the state
space thus reducing the search over the action space. We can further narrow down the list
of relevant high-level actions by using the structure of any particular problem. We consider
problems with a single absorbing states for all the following discussions. But the ideas
discussed can be generalized to problems with multiple absorbing states. Instead of the
optimal policy being a tree, it will be a more complex network, suitable search methods
could be employed to determine the edges of this network.

The agent requires a single successful trajectory that can be used to identify the goal
state and, in combination with χ, its corresponding abstract state. The Tmacro provides
connectivity information over these abstract states. Once the agent knows where the goal
state is, either through an external agency, or via a single successful trajectory2, this in-
formation along with Tmacro can be used to identify the goal macro state. If considered
as adjacency information, then Tmacro can be used to construct a graph over the abstract
states. Associating a policy over this graph corresponds to assigning directions to the edges
on the graph. The nature of a policy ensures that no cycles can be formed over the graph.
Further, an optimal deterministic policy on this directed acyclic graph (DAG) ensures that
a) No edges start from the goal state. b) Only a single edge leads out of every non-goal
state. This edge corresponds to the optimal action from that state. c) The goal state is
reachable from all the states.. The optimal policy therefore corresponds to a tree rooted at
the goal state. This tree can be determined by identifying edges in a breadth-first search
(BFS) starting from the goal state. The subtask options would correspond to transitions
in the direction opposite to the edges identified. The goal macro state would have a sub-
task option associated with it that would lead the agent into the goal state for the original
task. The other subtask options can then be trained in the order identified by the BFS
search. This order of training the options ensures that the rewards along the boundary of

2. Note that this trajectory need not be optimal, and can use any of the options connecting the metastable
regions.
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Algorithm 1 Pseudo-code for a generic learning agent
1: Learn a transition operator T from either adjacency or transition probabilities over the

entire state space.
2: Use PCCA+ to identify partitions over the state space, and obtain characteristic func-

tions χ and macro-level connectivity Tmacro.
3:

4: for each task do
5: Identify goal state g and goal macro state gm = argχm(g) such that χm(g) = 1.
6: Initialize a map π∗(m) identifying the optimal subtask leading out of each macro

state m.
7: Train goal-specific subtask Ogm→gm , and set π∗(gm) = Ogm→gm .
8: Use Tmacro to list out feasible subtasks in the order of a BFS-search from gm.
9:

10: for each feasible subtask Os1→s2 do
11: Check if subtask already exists in list of skills, and train the subtask only if not

present.
12:

13: Subtask training:
14: Identify states belonging to the source abstract-state and the boundary of the

option using χ.
15: Generate a local state representation and construct a translator to the global state-

space using χ.
16: Construct a subtask transition operator Ts using T and χ.
17: Use the spectrum of Ts to obtain a basis for the subtask and run RPI to obtain an

optimal value function V ∗ for the subtask.
18:

19: Compare Os1→s2 against π∗(s1) along option boundaries and update π∗(s1) =
Os1→s2 if maxV ∗(s), s ∈ δOs1→s2 > maxV ∗(s), s ∈ δπ∗(s1).

20:

21: Add Os1→s2 to list of skills.
22: end for
23: π∗(m) represents a recursive optimal policy over macro states for the current task.
24: end for
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the option can be determined by the value function of those states in the destination macro
state. In case of multiple subtasks leading out of any abstract state, the maxima of value
functions along the boundaries can be compared to identify the optimal subtask option for
that abstract state. The algorithm for training these subtasks is given in Algorithm 1

4.3. Interpretation of subtasks identified

Given an agent following a random walk in some state space, it is more likely to stay in
its current metastable region than make a transition to another metastable region. Tran-
sitions between metastable regions are relatively rare events, and are captured in terms of
subtasks. The subtasks overcome the natural obstacles created by a domain and are useful
over a variety of tasks in the domain. Our framework differs from the Intrinsic Motivation
framework Barto et al. (2004) in the absence of a predefined notion of saliency or interest-
ingness but depends on the particular domain. Our notion of salient events is restricted
to rare events that occur in a random walk in the environment by a particular agent. We
are, however, able to automatically identify such events, model subtasks around them, and
reuse them efficiently in a variety of tasks.

4.4. Relation to the Proto-value function framework

The proposed framework shares the use of the spectrum of the random-walk operator with
the Proto-value function framework Mahadevan (2005). The graph-Laplacian has the same
eigenvectors as the corresponding random-walk operator. The adjacency information ob-
tained for a given task can be combined with the graph partitioning to directly obtain the
adjacency matrix for each individual subtask. The eigenvectors of these smaller matrices
can be computed at lower computational cost. We can therefore use the Representation
Policy Iteration (RPI) algorithm to solve a subtask at lower computational cost by reusing
adjacency information determined earlier during spatial abstraction.

5. Experiments

We show few examples to explore various aspects of partitioning a state space. In the first
example we successfully identify two rooms instead of a large difference in their sizes. The
first room lies between coordinates (1,1) and (20,3) while the second lies between (1,4)
and (20,30). The real-valued membership functions (χ̃1 for the larger room, χ̃2 for the
smaller room) are shown in Figure 5. In the second example (Figure 5(d)) we consider
an environment with factored state representation where a feature HoldingObject indicates
whether the agent is holding an object. Methods like (Jonsson and Barto, 2006; Hengst,
2002) exploit structure, something we were able to simulate using spectral clustering. The
clusters correspond to the agent having the object (HoldingObject) and not holding it
(HoldingObject). Note that χ̃1 > χ̃2 for all states where the agent is holding the object
(Figures 5(g) and 5(h)). Similarly χ̃2 > χ̃1 for all states where the agent is not holding the
object (Figures 5(e) and 5(f )).

The proposed framework was also tested and implemented on the taxi problem Dietterich
(1998) and on a maze domain.
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(a) 2rooms (b) χ̃1 Large Room

(c) χ̃2 Small Room (d) Object

(e) χ̃1 Without Object (f) χ̃2 Without Object

(g) χ̃1 With Object (h) χ̃2 With Object

Figure 5: Examples

(a) Inner (b) Outer

Figure 6: Room inside a room
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5.1. The taxi domain

Dietterich (1998) created the taxi task (Figure 7(b)) to demonstrate MAXQ hierarchical
reinforcement learning. We use the same domain illustrate our framework. The taxi problem
can be formulated as an episodic MDP with the 3 state variables: the location of the taxi
(values 1-25), the passenger location including in the taxi (values 1-5, 5 means in the taxi)
and the destination location (values 1-4). We use deterministic actions as it makes the
illustrations simpler but the framework can be generalized for stochastic actions as well.

(a) Room-in-room (b) Taxi

Figure 7: Domains

The adjacency matrix was computed exactly using domain knowledge. The PCCA+
algorithm was approximated by using the first 50 eigenvectors of the random-walk operator
on the state space. Spectral Gap was observed for all eigenvalues in the range 1 to 50 with
the first large local variation occurring at 16, thus identifying 16 clusters, and the second
one occurring at 20 thus identifying 20 clusters, etc . . . see Figure 8.

The main results are summarized in Figure 8. i) In Figure 8(a) each row of states
corresponds to a specific drop of location and location of passenger. The final row of pixels
corresponds to the passenger being in the taxi. While each of the front row of pixels gets an
unique color the last row shows fragmentation due to the navigate option. Each sublayer
in the last layer has at least one state which has the same color as a sublayer in any of
the front 4 layers (which are all differently colored) , this corresponds to pickup subtasks.
Degeneration in the last layer corresponds to the naviagation or putdown task depending on
the location of the taxi. ii) Due to the presence of obstacles in the configuration space, the
dynamics corresponding to pickup when the taxi is near the pickup location is much more
connected compared to dynamics wherein the taxi has to move across the obstacles in the
configuration space, see Figure8(c). iii) As the number of clusters identified increases the
state space breaks down, introducing additional metastable states corresponding to other
subtasks. Comparing Figure 8(d) with Figure 8(a) we see identification of extra subtask
corresponding to Pickup when the taxi is near the pickup location R. iv) We explored more
clusters corresponding to the other large local variation in eigenvalues (which occurred
next at 50 eigenvalues) and observed more degeneration of the state space introducing
more subtasks corresponding to Pickup when the taxi is near other pickup locations. We
also observed further clustering of configuration space which consequently becomes strictly
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bounded by the obstacles. v) As the number of clusters increase the Putdown subtasks
degenerate earlier than the Pickup subtasks because any putdown task leads to an absorbing
state.

(a) 16 Metastable States. The nature
of subtasks identified are a) Pickup
if the destination is a different loca-
tion, b) Putdown if the taxi is near the
destination location, and c) Pickup-
Putdown if the destination is the same
as pickup location. d) Navigation
through the non goal configuration
state when the passenger is in the taxi.

(b) Configuration State Ab-
straction when the passenger is
in the taxi for different destina-
tions. The last layer in a). Note
that when the destination and
taxi location are same there is a
lone colored state, this state is a
part of the abstract state corre-
sponding to the Pickup-Putdown
subtask.

(c) Configuration state abstrac-
tion when the destination is Y
(blue) and passenger is in the taxi.

(d) 20 Metastable States.

Figure 8: Taxi Domain

5.2. The Maze-Domain

We use our framework to identify rooms as abstract spaces in a maze and train subtasks
using algorithm 1. The state space is a 50 × 50 maze-domain of 2500 states (Figure 3).
There are 10 rooms with multiple doors leading from one room to other rooms. Walls in
the domain were implemented by preventing the relevant state transitions. Note that this
is a much larger domain than those used in many of the earlier results on automatic skill
acquisition. The adjacency matrix was computed exactly using domain knowledge. The
PCCA+ algorithm was approximated by using the first 20 eigenvectors of the random-walk
operator. χmin was calculated for each possible number of clusters from 1 to 20 with the
first local minima occurring at 12, thus identifying 12 clusters. PCCA+ then partitioned
the state space (Figure 3). The clusters are numbered in the order of the columns of χ.

6. Conclusion and Future Directions

Viewing random walks on MDPs as dynamical systems allows us to decompose the state
space along the lines of temporal scales of change. Thus parts of the state space which are
well-connected were identified as metastable states and we proposed a complete algorithm
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that not only identifies the meta-stable states, but also learns options to navigate between
metastable states. We demonstrated the effectiveness of the approach on a variety of do-
mains. We also discussed some crucial advantages of our approach over existing option
discovery algorithms. While the approach detects intuitive options, it is possible that under
a suitable re-representation of the state space, some of the metastable regions detected can
be identical to each other. We are looking to use notions of symmetries in MDPs to iden-
tify such equivalent metastable regions. Another promising line of inquiry is to extend our
approach to continuous state spaces, taking cues from the Proto Value Function literature.
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