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Abstract

Experimental results suggest that transferred knowledge can reduce the number of ex-
ploratory actions needed by reinforcement learning (RL) algorithms to find acceptable
solutions in Markov decision processes compared to learning from scratch. However, most
existing transfer learning algorithms for RL are heuristic and transferred knowledge may
unexpectedly result in worse performance than learning from scratch (i.e., negative trans-
fer). We introduce a transfer learning algorithm that employs directed exploration, which
allows us to motivate our algorithm by analyzing its sample complexity of exploration in
the target task. We define positive and negative transfer from a sample complexity per-
spective and provide conditions when our algorithm will avoid negative transfer as well as
conditions where our algorithm guarantees positive transfer, with high probability. Finally,
we demonstrate the advantages of our algorithm experimentally.

Keywords: Reinforcement Learning, Transfer Learning, Directed Exploration, Sample
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1. Introduction

Transfer learning (TL) applied to reinforcement learning (RL) exploits knowledge gained
while interacting with source tasks to learn faster in a target task (Lazaric, 2008; Taylor
and Stone, 2009). Previous research applying TL to RL has demonstrated its plausibility
at reducing learning time (Taylor et al., 2007, 2008; Fernández et al., 2010), but there is a
lack of theoretical understanding about when TL applied to RL will succeed or fail (Taylor
and Stone, 2011). This problem is mainly due to the fact that most TL+RL algorithms
are heuristic in nature. This is in contrast with provably efficient single task RL algorithms
such as R-MAX (Brafman and Tennenholtz, 2002; Kakade, 2003) and Delayed Q-learning
(Strehl et al., 2006). Lazaric and Restelli (2011) – a notable exception – has analyzed the
sample complexity of TL from a batch RL perspective, but their work does not address how
TL affects exploration in the target task.

To learn efficiently RL algorithms must trade-off exploration, trying uncertain actions
to gain more information about the environment, and exploitation, executing actions the
algorithm has already learned will provide high long-term rewards. Exploration strategies
can be broadly categorized as either undirected exploration or directed exploration (Thrun,
1992). Undirected exploration is characterized by local, random selection of actions, while
directed exploration, by contrast uses global information to determine which action to
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execute. The ε-greedy and softmax exploration strategies represent the most popular undi-
rected exploration strategies, while the “optimism in the face of uncertainty” exploration
strategy represents the most popular directed exploration strategy. Optimism in the face
of uncertainty initially assumes that all actions result in higher rewards than may be true
in the environment. The strategy greedily selects the action it believes will give the highest
reward (breaking ties arbitrarily). When the agent executes that action it samples its value
distribution. If the sampled values are lower than expected, the algorithm lowers its expec-
tation for that action and switches to another (possibly over estimated) action. Otherwise
the algorithm sticks with its current action. In this way, the algorithm eventually settles
on a nearly optimal action.

Previous research on TL+RL algorithms has almost exclusively studied undirected ex-
ploration (Taylor et al., 2007; Fernández et al., 2010) or batch transfer (Lazaric, 2008). In
this paper, we introduce a principled TL+RL algorithm relying on a directed exploration
strategy to learn in the target task. The key insight behind our TL+RL algorithm is to
explore the target task with value-based RL algorithms that use the “optimism in the face
of uncertainty” strategy to handle the exploration/exploitation dilemma, and transferred
knowledge is used to limit how optimistic the target task RL algorithm is about particular
actions. In some cases, the transferred knowledge can be used to eliminate certain actions
entirely from consideration. The use of directed exploration allows us to motivate our al-
gorithm by analyzing sample complexity of exploration under the target task. We define
negative and positive transfer from a sample complexity perspective and provide sufficient
conditions for avoiding negative transfer as well as sufficient conditions that ensure positive
transfer. Finally, we demonstrate the advantages of our algorithm experimentally.

2. Background

A Markov decision process (MDP) M is defined by a 5-tuple 〈S,A, T,R, γ〉 where S is a set
of states, A is a set of actions, T is a set of transition probabilities Pr [s′|s, a] determining
the probability of transitioning to a state s′ ∈ S immediately after selecting action a ∈ A
while in state s ∈ S, R : S × A → R assigns scalar rewards to state-action pairs, and γ
is a discount factor that reduces the value of rewards distant in the future. In a typical
RL problem it is assumed that the transition probabilities T and the reward function R
are unknown. The objective of most RL algorithms is to find a policy π : S → A that
approximately maximizes

QπM (st, at) = E

[
R(st, at) +

∞∑
τ=t+1

γτ−tR(sτ , π(sτ ))

]
, (1)

the action-value for (st, at), which is the discounted, expected sum of future rewards from
time t forward. The value function V π

M (s) = maxa∈AQ
π
M (s, a). We denote the optimal

value and action-value functions by V ∗M and Q∗M (respectively) and assume that the range
of the reward function is bounded to the interval [0, 1]. Therefore, V ∗M (s) ≤ 1

1−γ for all
states s ∈ S.

An important tool for theoretical comparison of RL algorithms is sample complexity,
which measures the number of samples required by an RL algorithm before it achieves its
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learning objective. Given any MDP M , ε > 0, and δ ∈ (0, 1], the sample complexity of
exploration of an RL algorithm A is the number of timesteps t, such that, with probability
at least 1− δ,

V AM (st) < V ∗M (st)− ε (2)

where st is the state at timestep t (Kakade, 2003). A sample complexity that is polynomial
in 1

ε ,
1
δ , 1

1−γ , the number of states N , and the number of actions K is typically considered
efficient.

It turns out that a key component of algorithms with polynomial sample complexity is
the use of directed exploration. In fact, Whitehead (1991) demonstrates that under certain
conditions undirected exploration can lead to exponential sample complexity, with respect
to the number of states and actions in the MDP. Provably efficient algorithms such as
R-MAX (Brafman and Tennenholtz, 2002; Kakade, 2003) and Delayed Q-learning (Strehl
et al., 2006) use the “optimism in the face of uncertainty” directed exploration strategy.

3. Transfer Learning Approach

Interestingly, previous research combining TL with RL has primarily considered the use of
undirected exploration strategies (Taylor et al., 2007; Fernández et al., 2010) or batch RL
which does not consider the problem of exploration (Lazaric, 2008; Lazaric and Restelli,
2011). With transfer learning, undirected exploration provides the advantage that if the
transferred knowledge initializes the RL algorithm with a policy that is similar to a near-
optimal policy, then minor exploration is typically enough to discover a near-optimal policy.
However, if the transferred knowledge is not similar enough to a near-optimal policy, then
undirected exploration can lead to exponential sample complexity. These observations lead
us to consider TL with directed exploration, but before we describe the use of directed
exploration, we need to describe the basic TL algorithm. In this paper, we consider the
transfer of action-values, which has been demonstrated to be effective in experiments (Taylor
et al., 2007).

In a TL setting, we assume that a source task/MDP Msrc and a target task/MDP
Mtrg are given. The TL agent first interacts with the source task for a finite number of
timesteps. This allows it to acquire knowledge to transfer. Next, the agent uses knowledge
from the source task to initialize an RL algorithm in the target task. Last, the initialized
RL algorithm is executed in the target task.

Typically, access to samples of the source task is less “expensive” than access to samples
from the target task. For the purposes of this paper, we assume unrestricted access to a
generative model for Msrc. The objective of the learning agent is to learn to act near-
optimally in the target task with small sample complexity of exploration. We assume that
the source task and target task are related by an intertask mapping h : D → Ssrc × Asrc

such that
Q∗trg(s, a) ≤ Q∗src(h(s, a)) + ∆h (3)

for all (s, a) ∈ D where D ⊆ Strg × Atrg and ∆h ≥ 0. In other words, we are given a
mapping that relates a subset of state-action pairs from the target task to state-action pairs
in the source task (Taylor and Stone, 2011), and we additionally assume that the source
task state-action pairs’ action-values are at most ∆h smaller than their corresponding target

3



A. Mann Choe

task state-action pairs. The significance of this assumption is that the intertask mapping
provides a relationship between the source task and target task and that the relationship
does not need to be perfect but is also not arbitrarily wrong. The fact that the domain of
the intertask mapping is a subset of the target task state-action pairs allows a designer to
transfer knowledge only where she is certain that a relationship between the tasks exists.

Algorithm 1 Biased Value Transfer

Require: A, h,Qsrc, β
1: for (s, a) ∈ Strg ×Atrg do
2: if (s, a) is in domain of h then

3: Qtrg(s, a)← min
(
Qsrc(h(s, a)) + β, 1

1−γ

)
4: else
5: Qtrg(s, a)← 1

1−γ
6: end if
7: end for
8: Initialize(A, Qtrg)

Algorithm 1 sets the initial action-value estimates of a value-based RL algorithm A given
an intertask mapping h : D → Ssrc×Asrc, source task action-value estimates Qsrc, and β ≥ 0
a small positive value added to each source task action-value as it is transferred. For each
state-action pair in the domain of h, Algorithm 1 copies the source task action-values plus a
small bias β to the corresponding target task action-value estimate (line 3), and assigns the
maximum possible action-value 1

1−γ to any state-action pairs not in the domain of h (line
5). Finally, the specified RL algorithm A is initialized with the transferred action-values
Qtrg (line 8).

Notice that Algorithm 1 is only part of our TL+RL algorithm. It is responsible for
transferring action-values from the source task to the target task. The complete TL+RL
algorithm also requires an algorithm for estimating action-values from the source task and
a separate RL algorithm for learning in the target task. Although Algorithm 1 could
potentially initialize any value-based RL algorithm, our intention is to pair this algorithm
with provably efficient RL algorithms, such as R-MAX and Delayed Q-learning, that utilize
the “optimism in the face of uncertainty” exploration strategy. Strehl et al. (2009) showed
that when R-MAX or Delayed Q-learning are initialized with action-values that are greater
than the optimal action-values Q∗, these algorithms will still converge to a near-optimal
policy, with high probability. Furthermore, they demonstrated that if the action-values are
smaller than 1

1−γ , then this initialization can decrease the sample complexity of exploration.
Thus, if the source task action-value estimates Qsrc are εsrc-accurate and we use Algorithm 1
with β ≥ (∆h+εsrc) to initialize either R-MAX or Delayed Q-learning before we execute this
algorithm in the target task, then, with high probability, the algorithm will never have worse
sample complexity than learning from scratch. In other words, our approach to transfer
learning provides a principled method for handling the problem of negative transfer. In
the next section, we sketch out formal notions for positive and negative transfer from the
perspective of sample complexity of exploration and provide sufficient conditions for both
cases.
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4. Analysis

Due to space constraints we cannot provide a thorough analysis of our algorithm. Instead,
we provide a brief sketch of the main ideas.

Unlike previous research, which use empirical notions of positive and negative transfer,
we define positive and negative transfer from a sample complexity perspective (Eq. 2) with
respect to the target task. Positive transfer occurs when a TL+RL algorithm has lower
sample complexity of exploration in the class of target tasks than the base RL algorithm
without transferred knowledge. Negative transfer, on the other hand, occurs when the base
RL algorithm has lower sample complexity of exploration in the class of target tasks than
the corresponding TL+RL algorithm.

Using these definitions, we want to answer two questions about our TL+RL algorithm:
(1) Transferred knowledge can sometimes lead to negative transfer and even convergence to
sub-optimal behavior; under what conditions does our TL+RL algorithm converge to near-
optimal behavior? (2) When does our TL+RL algorithm have lower sample complexity of
exploration under the class of target tasks than the base RL algorithm?

To help answer these questions, we define the following sets. For any state s ∈ S

η(s) =

{
a ∈ A | Q∗trg(s, a) ≥ V ∗trg(s)− ε

1− γ

}
(4)

is the set of “good” action choices, and

O(s) =
{
a ∈ A | Qtrg(s, a) ≥ Q∗trg(s, a)

}
(5)

is the set actions whose transferred action-values are optimistic with respect to the target
task’s optimal action-value function. It is easy to show that any policy that selects actions
from η(s) at all states is an ε-optimal policy.

Our interest in O(s), on the other hand, may be less obvious. Since we have assumed
that the RL algorithm to be executed on the target task uses the “optimism in the face
of uncertainty” exploration strategy, the algorithm will try state-action pairs with overly
optimistic action-values until either the value for that state-action pair falls below another
state-action pair’s value or the value settles close to the state-action pair’s true optimal
value. So as long as some of the actions in η(s) for every state s ∈ S have been optimistically
transferred, the RL algorithm will converge to near-optimal behavior. More formally, if

∀s∈SO(s) ∩ η(s) 6= ∅ , (6)

then the algorithm converges to a near-optimal policy and the sample complexity of ex-
ploration is no worse than that of the base RL algorithm without transferred knowledge.
This provides an answer to our first question and the reason for including a bias during the
transfer step of Algorithm 1. To ensure that transfer learning does not result in negative
transfer, we need to add a small bias β ≥ (∆h + εsrc) that ensures that all action-values are
optimistic with respect to the target task.

The key to positive transfer is eliminating degrees of exploratory freedom. The sample
complexity of exploration of the base RL algorithm must depend on the number of target
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(a) (b)

Figure 1: (a) Red Herring domain (Hester and Stone, 2009). (b) Taxi domain (Dietterich,
1998).

task states N = |S|. However, the sample complexity of exploration of the corresponding
TL+RL algorithm depends on (N −X) where X is the size of the set

{s ∈ S | O(s) ⊆ η(s) ∧ O(s) 6= ∅} , (7)

which is the set of states whose optimistically transferred action-values all come from the
set of “good” action choices. This demonstrates at least one set of conditions for positive
transfer. Furthermore, if η(s) ⊆ O(s) for all s ∈ S, then the algorithm A will always act
near-optimally and have a sample complexity of 0.

5. Experiments

We performed an experiment to demonstrate that TL+RL is plausible with directed explo-
ration algorithms such as R-MAX and Delayed Q-learning. We used two gridworld domains
for transfer. The source task was the Red Herring domain (Hester and Stone, 2009) and the
target task was the Taxi domain (Dietterich, 1998). The Red Herring domain contains two
states with mediocre values and one high valued goal state (Figure 1a). The Taxi domain
requires an agent to pick up a passenger and drop off the passenger at one of four landmark
locations (Figure 1b). The compared algorithms were R-MAX and Delayed Q-learning
(denoted DQL) without transfer and the same algorithms with transferred action-values
initialized by Algorithm 1 denoted by TL(R-MAX) and TL(DQL), respectively. The num-
ber of visits to a state-action pair before it was considered known was set to m = 5 for all
algorithms. We sampled each algorithm 10 times. The action-values for the source task
were learned using R-MAX with the same parameters used under the target task.

We compared the effect of using a “good” intertask mapping (small ∆h) versus the effect
of a “poor” intertask mapping (large ∆h). A “good” intertask mapping was generated by
pairing state-action pairs with similar action-values in the source and target task, while
the “poor” intertask mapping was generated by randomly pairing source and target task
state-action pairs. The value used for β in Algorithm 1 was ∆h.

Figure 2a compares the cumulative rewards achieved by the TL algorithms using the
“good” intertask mapping to R-MAX and DQL over 500 episodes. TL(R-MAX) achieves
higher cumulative reward than R-MAX and TL(DQL) achieves higher cumulative reward
than DQL. These results demonstrate that action-value transfer with directed exploration
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Figure 2: Cumulative reward received at each episode in the target task. (a) TL with a
very accurate intertask mapping. (b) TL with an arbitrary intertask mapping.

is plausible with a “good” intertask mapping. The higher cumulative reward achieved by R-
MAX compared to DQL is due to the fact that R-MAX plans actions based on an internal
model, whereas DQL uses an action selection strategy with much lower computational
cost. Planning with an internal model has consistently been observed to be more sample
efficient in practice than action selection strategies with lower computational cost (Hester
and Stone, 2009). However, the use of TL with DQL is potentially important in target tasks
where the size of the state space makes explicit planning on an internal model prohibitively
computationally expensive.

Figure 2b compares the cumulative reward achieved by the TL algorithms using the
“poor” intertask mapping to R-MAX and DQL. As the analysis suggests, when action-
values are transferred with an appropriate bias using Algorithm 1, the TL algorithms
achieve almost the same cumulative reward as their corresponding base RL algorithm. This
demonstrates a key advantage of our TL+RL algorithm paired with a provably efficient
RL algorithm. Even though the transferred knowledge is arbitrary, our TL+RL algorithm
remains robust provided that we can bound the error introduced by the intertask mapping.
Thus, negative transfer can be avoided by tuning a single parameter.

6. Conclusion

We have introduced a principled approach to applying TL to RL. The main innovation
of our approach is that we employ directed exploration to explore the target task. This
allows us to investigate the sample complexity of exploration in the target task. We have
provided sufficient conditions that avoid negative transfer, sufficient conditions for positive
transfer, and demonstrated the potential of this approach experimentally. Although directed
exploration has previously been neglected for use with TL, we believe that it is an important
mechanism for developing provably efficient TL+RL algorithms.
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