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Abstract. Recently there has been some interest in the reinforcement
learning community on learning from richer feedback from the environ-
ment rather than just a scalar reward signal. In this paper we look at
the question of learning from sporadic instructions from a human. In-
structions can take several forms, from complete specification of policies,
to directing the agent’s search to specific parts of the state space. We
propose a framework that allows the instructor to specify which objects
to attend to while solving a task and report some simple validation ex-
periments.
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1 Introduction

Reinforcement Learning is very similar to the natural way in which humans
learn. RL agents employ a trial-and-error based approach of interacting with
the world and in the process build a preference model. They are different from
human like learners though, as they do not possess any prior knowledge of the
domain, past experience or enjoy the presence of a teacher to learn from, all of
which are important contributors to the natural human way of learning. This
results in inordinate amounts of exploration and long learning periods. Many
methods to speed up learning have been proposed which include reduction of
state space by use of deixis, hierarchical learning and learning from humans.
Endowing robots with human-like learning capabilities would facilitate human-
machine interaction, resulting in effective utilization of human skills by the robot.
There have been various research initiatives in the field and the attempts could
broadly be classified as learning through imitation, learning from demonstration,
active learning, interactive shaping, teachable agents, bootstrapped learning,
learning though instructions, etc.
Rewards have been considered the most important channel for understanding an
environment’s dynamics and have been very well used as a feedback mechanism
to an agent’s control algorithm. Although recently, there have been interesting
forays into other modes of understanding the environment. Instructions are one
such alternative and offer to bring into the learning process rich information
about the world of interest if exploited properly.
As will be explained in later sections, instructions could be of various forms:
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1. The next action or an option (temporally extended action) to be chosen at
a given state.

2. A binding in the form of state or region of state space to visit next.
3. A target object to define a task goal and ground policies.

It would be very useful to set up a generic framework that would facilitate
translation of such instructions into a form useful to the agent and incorporate
them into the agent’s learning mechanism. The translation could depend on
the task at hand or the agents capabilities or the instruction itself. For example,
suppose a robot was instructed to use a screwdriver, if it were a handyman robot,
it would probably use the screwdriver to tighten screws. Whereas a robot trying
to keep a door ajar, may use the screw driver to block the door from swinging
shut. The following example throws light on the role played by instructions in
the learning process. Consider a domestic robot learning to wash cups. Even
though the task of the robot is to learn to wash cups, the instruction “those
cups”, referring to soiled cups, will provide the robot an opportunity to learn
that the useful characteristic of the cups that need to be washed is that they are
soiled.
As a first step in this direction, we extend Deictic Option Schemas proposed by
Ravindran et al. [11], by setting up a new framework that can be used to instruct
the agent as required by the domain. The Instruction Framework integrates a
mechanism for receiving instructions into the learning operations, thus removing
the need for an initial learning phase aimed at understanding the world’s dynam-
ics. We have implemented the same for the simulated game domain described
in [11]. We provide instructions by pointing to adversaries in a game, similar to
the cups in the above example. These instructions are used to bind projections
of states in the game world onto a reduced state space.

2 Background

2.1 Learning from demonstration

The obvious approach to learning from humans would seem to be demonstration.
Christopher Atkeson and Stefen Schaal [2] outline an approach in which a robot
learns a reward function from demonstration and the task model from repeated
attempts to perform the task. Their observations put forth interesting aspects of
the role of apriori knowledge in learning and its implications on Reinforcement
Learning.

2.2 Advice

Any external input to the control algorithm that could be used by the agent to
take decisions about and modify the progress of its exploration or strengthen its
belief in a policy can be called advice.
A general approach to learning from advice, as suggested by Hayes Roth, Klahr
and Mostow[7], consists of five steps:
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– Requesting or receiving the advice.
– Converting the advice into an internal representation.
– Converting advice into a usable form.
– Integrating the reformulated advice into the agents knowledge base.
– Judging the value of advice.

Each step poses challenges that need to be dealt with in an appropriate manner
as per the problem at hand. For example, step 4, integrating advice into the
agent’s knowledge base is addressed by Maclin and Shavlik, in their paper ti-
tled Creating Advice-taking Reinforcement Learners[8] where they use KBANN
(Knowledge Based Neural Networks), which involves the use of hidden units
to record state information and incorporate action selection rules into a neural
network Q-function model.

– Paul Utgoff and Jeffery Clouse in [14] and [5] detail their experiments with
agents receiving and requesting advice respectively.

– Mike Rosenstein, in [12], developed a method of integrating Error Signals
(Supervised Learning) and Evaluation Function (Reinforcement Learning),
the two forms of feedback available to agents in most real world tasks.
He proposed a Supervised Actor-Critic RL Framework that computes a
composite action that is a weighted average of the action suggested by
the supervisor(aS) and the exploratory action suggested by the evaluation
function(aE).

a← kaE + (1− k)aS (1)

The idea was implemented on various task domains and was found to aid
considerably in the learning process.

2.3 Inverse Reinforcement Learning

Informally, the Inverse Reinforcement Learning Problem [9] can be considered
as the task of determining the reward function being optimized given measure-
ments of the agent’s behavior over time in various situations, measurements of
its sensory inputs if necessary, and a model of the world, if available. Motivation
for this approach lies in the presupposition that the reward function is the most
precise and transferable definition of the task and that the reward functions of
most real world problems cannot be modeled completely resulting in the need
to observe experts.

2.4 Deixis

David Chapman and Philip Agre [1] have proposed a participatory theory of rep-
resentation called indexical-functional or deictic pointers. The theory describes
a causal relationship between the agent and indexically and functionally individ-
uated objects. Unlike in classical representation, where objects are referred to
as object1, object2 and so on; in deictic representation, objects are represented
as the-object-AGENT-is-looking-at. This participatory nature ensures that the
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agent deals with its environment through a constant interaction rather than
through construction and manipulation of models. This method of representa-
tion will be of immense use in dynamic environments such as the real world. The
approach is explained using Pengi, a system that uses novel kinds of perceptions
and representations in playing a video game, Pengo.
Deictic representation, because of its compact observation space and its ability to
focus in on interesting parts of the state space, could have advantages over other
forms of representation. In his thesis, Michael Cleary [4] details the benefits of
deixis using a deictically controlled wheel chair. He develops deictic commands
based navigation that is very similar to the way humans move around in the
world, bringing the problem closer to natural learning. For example, when we
give a person directions to reach a destination, we regularly use landmarks such
as buildings and towers. In some cases, the listener may not even have seen the
landmark (or pointer) earlier, and need not know its functionality or any other
information as long he can recognize that it is the required landmark.

2.5 Options

The notations used in this paper are those used by Ravindran et al. in [11].
A structured (finite) MDP is described by the tuple 〈S,A, ψ, P,R〉 , where S
is a finite set of states, A is a finite set of actions, ψ ⊆ S × A is the set of
admissible state-action pairs, P : ψ × S → [0, 1] is the transition probability
function with P (s, a, s′) being the probability of transition from state s to state
s′ under action a, and R : ψ → IRis the expected reward function, with R(s, a)
being the expected reward for performing action a in state s. The state set S is
given by M features or variables, S ⊆

∏M
i=1 Si, where Si is the set of permissible

values for feature i. Thus any s ∈ S is of the form s = 〈s1, · · · , sM 〉 , where
si ∈ Si for all i.
The transition probability function P is usually described by a family of two-
slice temporal Bayesian networks (2-TBNs) [6], with one TBN for each action.
A 2-TBN is a two layer directed acyclic graph whose nodes are {s1, · · · , sM}
and {s′1, · · · , s′M}. Here si denotes the random variable representing feature i at
the present state and s′i denotes the random variable representing feature i in
the resulting state. Many classes of structured problems may be modeled by a
2-TBN in which each arc is restricted to go from a node in the first set to a node
in the second. The state-transition probabilities can be factored as:

P (s, a, s′) =

M∏
i=1

Prob(s′i|Parents(s′i, a)), (2)

where Parents(s′i, a) denotes the parents of node si in the 2-TBN corresponding
to action a and each Prob(s′i|Parents(s′i, a)) is computed based on the node s′i.
In computing the conditional probabilities it is implicitly assumed that the nodes
in Parents(si, a) are assigned values according to s.

Definition 1. An option (or a temporally extended action)[13] in an MDP µ =
〈S,A, ψ, P,R〉 is defined by the tuple O = 〈I, π, β〉, where the initiation set I ⊆ S
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is the set of states in which the option can be invoked, π is the option policy,
and the termination function β : S → [0, 1] gives the probability of the option
terminating in any given state.

The option policy can in general be a mapping from arbitrary sequences of state-
action pairs (or histories) to action probabilities. This paper concentrates only
on Markov sub-goal options i.e., the policies are functions of the current state
only. The option terminates, as modeled by β, on reaching a pre-defined set of
(sub)goal states. The option policy in such cases is defined over a reduced set
of states, called the domain of the option and the sub-MDP is called the option
MDP.

2.6 Instruction

Instruction is advice that is absolute i.e., it cannot be overridden by the agent.
For example, an agent learning to cut vegetables with a knife, can be instructed
thus, use the sharp edge.
Instruction has also been used to specify regions of the state space or objects
of interest. For example, in his thesis [3], Chapman gives Sonja, a game player,
the instruction, Get the top most amulet from that room. This instruction binds
the region of search and the object of interest without divulging any information
about how to perform the task.

3 Deictic Option Schemas

In [10], Ravindran et al. introduce Relativized Options, a novel method of reusing
options to solve similar or related tasks. They learn a policy over an Option MDP
and use the actions in a different MDP by choosing suitable transformations. For
example, certain actions performed by the left arm can be viewed as mirror im-
ages of certain actions performed by the right arm. By learning a policy for the
right arm, we can reuse the same for the left arm by transforming (not necessar-
ily a simple reflection) the actions suitably. Extending this idea, Ravindran et
al. accommodate for the limited sensory resources available to most real world
robots by proposing Deictic Option Schemas [11], that combines the advantages
of Deixis and Relativized Options. The following sections introduce the necessary
notations and the mathematical formulation of Deictic Option Schemas.

3.1 Mathematical Formulation

In [10], Ravindran and Barto introduce the concept of Relativized Options. The
agent is initially trained in a particular world setting (option MDP) and its
knowledge of this world is used to navigate successfully in a transformed world.
It intelligently chooses from a set of transformations, the correct one to act
successfully in the new world using a Bayesian method of updating weights.
The set of candidate transformations used, H, can be specified by a set of deictic
pointers together with their possible configurations. The agent learns to place the
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pointers in specific configurations to effect the correct bindings to the schema.
Ravindran et al. call such option schema together with the set of pointers a
Deictic Option Schema (DOS). Formally a deictic option schema is defined by
them as follows:

Definition 2. A deictic option schema of a factored MDP µ = 〈S,A, ψ, P,R〉
is the tuple 〈D,O〉, where O = 〈h, µ0, I, β〉, is a relativized option in µ, and D =
{D1, D2, · · · , DK} is the set of admissible configurations of the deictic pointers,
with K being the number of deictic pointers available. For all i,Di ⊆ 2{1,···,M} is
the collection of all possible subsets of indices of the features that pointer i can
project onto the schema, where M is the number of features used to describe S.

The set Di indicates the set of objects that pointer i can point to in the envi-
ronment. For example, in a blocks world domain this is the set of all blocks. In
the game domain example to be explained in the next few sections, it is the set
of all possible adversaries. Once a deictic option schema is invoked, the decision
making proceeds in two alternating phases. In the first phase, the agent picks
a suitable pointer configuration using a heuristic weight function that will be
explained below. In the second phase, the agent picks an action, based on the
perceptual information obtained from the pointers, using a Q-function.

Each member of H has a state transformation of the form
∏K

i=1 ρJi , where
Ji ∈ Di for all i and ρJ , is the projection of S onto the subset of features
indexed by J . If h is known a priori then the pointer configurations can be cho-
sen appropriately while learning. In the absence of prior knowledge, a modified
version of the Bayesian algorithm described in [10] can be used to determine the
correct bindings to the schema from among the possible pointer configurations.

3.2 Bayesian Weight Update

There is an inherent structure in the transformations used in Deictic Option
Schemas unlike in Relativized Options. Hence it is advantageous to maintain
a factored weight vector given by, wn(·, ·) = 〈w1

n(·, ·), w2
n(·, ·), . . .〉. Ideally each

component of the weight vector should be the likelihood of the corresponding
pointer being in the right configuration. Usually, the pointers are not completely
independent and correct bindings of certain pointers depend on others. We will
assume that there are only two pointers, i and j, for the following discussion,
though the concepts generalize to arbitrary number of pointers. The three types
of pointers discussed in [11] are namely, independent pointers, mutually depen-
dent pointers and dependent pointers. The weight vector is chosen such that
there is one component for each independent pointer, one for each dependent
pointer and one for each set of mutually dependent pointers. Let the result-
ing number of components be L. Each component l of the weight is updated
independent of the updates for the other components:

ωl
n(hi, ψ(s)) =

P l
OO((f i(s), gis(a), f i(s′)).ωl

n−1(hi, ψ(s))

K
(3)
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where P l
O(s, a, s′) = max(υ, P l

O(s, a, s′)), ψ(s) is again a function of s that
captures the features of the states necessary to distinguish the particular sub-

problem under consideration,K =
∏

h′∈H P l
O(f ′i(s), g′is (a), f ′i(s′)) ωn−1(h′i, ψ(s))

is the normalizing factor. P l
O(s, a, s′) is a projection of PO(s, a, s′) computed as

follows. Let J be the set of features that is required in the computation of
ωl
n(hi, ψ(s)). This is determined as described above for the various cases. Then
P l
O(s, a, s′) =

∏
j∈J Prob(s

′
j |Parents(s′j , a)).

3.3 Deictic Game

The layout of the game is shown in Figure 1. The environment has the usual
stochastic gridworld dynamics in addition to the SLIP parameter accounting for
noise. The agent’s goal is to collect the only diamond in the one room of the
world and exit it. The agent collects a diamond by occupying the same square
as the diamond. Possession of the diamond is indicated by a Boolean variable.

Fig. 1: A game domain with interacting adversaries and stochastic actions. The
task is to collect the black diamond. The adversaries are of three types - benign
(shaded), retriever (white) and delayers (black). For a detailed explanation see
text.

The room is also populated by 8 autonomous adversaries. They are of three types
- benign, delayer or retriever. Of the 8, only one is a delayer and another one
is a retriever, the other 6 are benign. If the RL agent occupies the same square
as the delayer it is considered captured and is prevented from making a move
for a random number of time steps determined by a geometric distribution with
parameter HOLD. When in a different square from the agent, the delayer pursues
the agent with probability CHASE. The benign adversaries execute random
walks and behave as mobile obstacles. The retriever behaves like the benign
adversary as long as the diamond is not picked by the agent. Once the agent picks
up the diamond, the retriever behaves like a delayer. The important difference
is that once the retriever and the agent occupy the same square, the diamond is
returned to its original position and the retriever reverts to being benign. The
retriever also returns to being benign if the delayer has “captured” the agent.
None of the adversaries can leave the room, and hence it is possible for the agent
to “escape” from the room by exiting to the corridor. The agent is not aware
of the types of the individual adversaries, nor is it aware of their CHASE and
HOLD parameters. The features that describe the state space of the option MDP
consist of the agent’s x and y coordinates relative to the room, coordinates of
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the adversaries(delayer and retriever) and a boolean variable that indicates the
possession of the diamond. The option world consists only the agent, a delayer
and a retriever in addition to the regular gridworld dynamics and SLIP.
Algorithm 1 describes DOS in pseudocode. The deictic agent has access to a
delayer pointer that projects one of the adversaries onto the delayer in the op-
tion MDP and a retriever pointer that projects one of the adversaries onto the
retriever in the option MDP. The delayer pointer is an independent pointer while
the retriever pointer is dependent on the delayer pointer. The sets Ddelayer and
Dretriever are given by the 8 pairs of features describing the adversary coordi-
nates. In addition to these pointers, the agent also has access to some background
information, such as its own location (which is formalized as a self pointer) and
an indication whether it possesses the diamond or not.

4 Instruction Framework and Experimental Setup

There is scope to overcome certain limitations of DOS in the above game setup
by learning from instructions. The potential instructions could be any of the
following or more:

– The salient feature of the world i.e., “Delayer will hold you (the agent)”
or “Retriever will steal the diamond”. If this was the instruction that were
used, solving the task would be easier as the agent would not have to learn
that a delayer or retriever need to be avoided.

– Important periods of learning - Suppose the agent received the instruction
“Watch the retriever from now”, immediately after the agent captures the
diamond, it would save time modeling the retriever and more importantly
realize that capturing the diamond changes the world dynamics.

– Delayer and retriever indices - If we knew the correct delayer and retriever
before the start of the episode, we could concentrate our efforts on estimating
parameters such as the adversaries’ CHASE and HOLD.

In this paper, we present a method to overcome the overhead due to the initial
learning phase. The method provides a framework to accept instructions, that
we refer to as the Instruction Framework (IF). It combines the two phases of
DOS, the option building phase and the game world application phase, by using
instructions. These instructions are in the form of the delayer and retriever
indices. They are used to bind projections onto an implicit option MDP. The
dynamics in that option MPD are induced as an average of the dynamics in the
game world.
When an instruction is available, the given delayer and retriever indices are
used to make projections onto the option MDP. Otherwise, the true delayer
and retriever are identified using the weight update rule explained earlier. The
adversaries with the highest weights are projected onto the delayer and retriever
of the option MDP. Once the delayer and retriever are identified, the learning
process resumes. It is to be noted here that there is no separate option MDP
for which a policy is being learnt, instead learning occurs on the implicit option
MDP representing the game world. Algorithm 2 describes IF in pseudocode.
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In most real world scenarios, it is unlikely that an agent will have the opportu-
nity to learn an optimal policy beforehand. DOS [11] would not cater to such
situations as its performance depends heavily on the pre-learnt option policy.
The framework introduced above would serve the situation better as it requires
no pre-learning.

Unlike in DOS [11], in our game world, the delayer and retriever indices change
once every 10 episodes i.e., after every 10 runs, the delayer, the retriever and
benign adversaries change roles. It is also to be noted that at no point in the ex-
periment do we have more than one delayer and one retriever. Also, the domain
knowledge that a delayer holds the agent and that a retriever releases the dia-
mond are used to confirm the identification of the true delayer and true retriever.
In our experiments, we use Q learning and the learning rate, α, is 0.2.

When instructions are absent, the agent does not start learning until the true
delayer is found. Once the true delayer is found, the agent learns at half the
normal learning rate until the retriever is found too. This is to account for the
incomplete knowledge that we possess of the state. Once both, the delayer and
the retriever are found, learning proceeds at the normal learning rate. In the
simulated game, the delayer and retriever roles are allotted to the adversaries
using a uniform distribution. Similarly, episodes during which instructions are
provided are chosen using a uniform distribution.

Algorithm 1 DOS

{Learning Phase}
for i = 1 → NLEARN do

repeat
ComputeState()
SelectAction()
MoveAgent()
UpdateQ()

until episode terminates
end for
{Gameworld Phase}
for i = NLEARN + 1 →
NEPISODES do

repeat
ProjectStateOntoOption()
SelectActionInOption()
LiftActionToGameworld()
MoveAgent()
UpdateWeights()

until episode terminates
end for

Algorithm 2 IF

for i = 1 → NEPISODES do
if instruction then

repeat
ProjectStateOntoOption()
SelectActionInOption()
LiftActionToGameworld()
MoveAgent()
UpdateQ()

until episode terminates
else

repeat
ProjectStateOntoOption()
SelectActionInOption()
LiftActionToGameworld()
MoveAgent()
UpdateQ()
UpdateWeights()

until episode terminates
end if

end for
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5 Results and Analysis

The learning phase for DOS [11] consists of 60000 episodes. IF does not have an
exclusive learning phase, instead, depending on the availability of instructions,
it alternates between learning through instructions and learning by identifying
the true delayer and true retriever using Bayesian weight updates. Hence all the
weight updates shown for DOS are those after the initial learning phase. The
graphs comparing the performance of Instruction Framework and Deictic Option
Schemas are shown in Figure 2.
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Fig. 2: Graphs comparing Instruction Framework and Deictic Option Schemas.
All results have been averaged over 50 independent runs. The graphs have been
Beizer smoothed only for visibility purposes. The trends in data are evident even
in the non-smoothed plots.

As can be seen in Figure 2a, the number of weight updates required to identify
the delayer using IF is almost equal to those required by DOS. This is because
a delayer’s behavior is independent of the agent’s behavior. Observing Figure
2b, it can be seen that the number of weight updates to identify the retriever
remain constant for DOS. Whereas for IF, the number of retriever weight up-
dates reduce as learning progresses and eventually better those of DOS. This
is because of the dependence of the retriever’s behavior on the agent’s posses-
sion of the object. In the initial stages, the IF agent is yet to learn much about
the world and hence does not capture the diamond very often resulting in long
periods during which the retriever does not behave differently from the benign
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robots. Hence it takes longer to identify the true retriever in the initial episodes.
Another important observation is that the number of weight updates required to
identify the delayer (approximately 450) is significantly less than those required
to identify the retriever (approximately 1250). This is due to the dependence of
the retriever’s behavior on the delayer.
Observing Figure 2c, it can be noticed that even though DOS performs well dur-
ing the training phase, its performance drops in the game world. This is because
of the differences in the training world and the game world in terms of obstacles,
CHASE and HOLD parameters of adversaries. A major factor is the time taken
to identify the true delayer and true retriever, until which the agent has an in-
complete understanding of the game world. The figure suggests that IF does not
face this problem. Even though IF does not suffer from losses due to differences
in worlds, it is affected by time taken to identify true delayer and retriever. This
is masked in the plot as the episodes have been averaged over independent runs
during which the same episode would have received instructions in some runs
and would not have in other runs. In order to show that IF outperforms DOS,
IFgreedy has been plotted.
At regular intervals, the IF algorithm was made to imitate DOS in the sense that
IF behaved greedily based on the knowledge of the game world it had at that
moment. In addition to this, there were no instructions available to IF during
these episodes resulting in time being spent identifying the true delayer and the
true retriever. It can be seen in the figure that even IFgreedy performs better
than DOS proving that IF outperforms DOS.
All experiments were performed on a Intel(R) Core(TM) i5 CPU M520@2.40Ghz.

6 Conclusion

We have successfully implemented a new framework that provides an agent with
the ability to receive Instructions and compared its performance with an im-
plementation of Deictic Option Schemas. The initial training stage required by
DOS has been done away with, simultaneously addressing limitations of DOS
and performing better.

7 Discussion

The immediate and obvious next step to the above explained implementation
would be to use the framework to estimate characteristic features such as the
CHASE and HOLD parameters of all 8 adversaries in the game. In the presence
of instructions, the estimates are updated to be later used in identifying the
delayer and retriever whenever necessary. This could better the IF algorithm’s
performance as compared to our current implementation, which assumes a com-
mon constant while calculating weights for the delayer and retriever. We have
some initial results for the same that suggest that the dynamics of the world
do not require exact estimates of these parameters. Using a sensible common



12 Pradyot Korupolu V N and Balaraman Ravindran

approximation for CHASE results in performance similar to when having very
good individual estimates of CHASE for each adversary.
A promising direction of research would be to detect salient features of the world
using the framework. For example, now that the agent is instructed about the
delayer and retriever, it should be able to realize that the ability to hold the
agent is what characterizes the delayer and similarly the ability to release the
Diamond characterizes the retriever.
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